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English Summary
The rise of parallelized and specialized accelerators such as GP-GPUs have created a heterogeneous landscape of computing devices. In particular their specialized nature makes it
difficult to write applications that run on all these platforms and deliver good performance.
A partial solution is offered since recently by OpenCL, a standardized programming interface
for accelerators, now adopted by all major vendors. While its programming and platform
model provide a way to write portable software, it does not directly solve the problem of how
to achieve portable performance. Applications still need to tuned to a each target platform.
In this work, we study the question of how to achieve performance portability. We
propose a way to write applications in a data-parallel fashion with many tuning parameters,
and a methodology for how to find good values for these parameters. The method is based on
the hierarchy of OpenCL’s programming model, which decomposes an index space into workgroups of work-items. We suggest first to tune a single work-item separately, which form
a building block for the work-group. Further tuning the work-group lead to a tuned index
space. As a case study to validate this method, we implement a Monte Carlo simulation for
Value-at-Risk estimation in OpenCL. The embarrassingly parallel nature of the application
fits both OpenCL’s programming model and the capacities of GPUs very well. We apply our
method to this application on the three different platforms GPU, Cell/B.E. and PowerPC.
For each step of the process, we explain the observed performances in detail by proposing a
partial performance model.
We find that our proposed tuning method is easy to implement and leads to good performances. The models are quite accurate, but as they are partial, they only explain certain
aspects until now. No complete model has been found yet. Some knowledge about the
architectures is still hard-coded in the implementation, and is hard to derive by a generic,
portable platform model. Nonetheless, the partial models are useful for understanding the
observations. We also find, that it is possible to write performance portable applications by
following a few guidelines. We think that this works best by primarily targeting the GPU
platform. This platform is the most complicated among the three, and small changes in the
implementation or in the tuning parameters can have a big impact on performance. As the
other architectures are simpler and have a more general purpose, they usually perform well
on algorithms that have been optimized for GPU. These optimizations include data-parallel
calculations and data-layout.
The case study we conduct not only leads to a tuning method, but also to an understanding of accelerator platforms formalized by models. Once these models have been merged to
a complete model, it can be used to find values for the tuning parameters automatically, the
long-term goal of our work.

Keywords: Performance Portability, Performance Model, Performance Prediction, Performance Optimization, Auto-Tuning, OpenCL, Accelerator
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Résumé Français
L’apparition des accélérateurs parallélisés et spécialisés tel que des GP-GPU 1 a créé un
paysage hétérogène de nœuds de calcul. En particulier leur nature parallèle rend difficile
le développement d’applications qui s’exécutent sur toutes ces plate-formes avec de bonnes
performances. Une solution partielle est proposée depuis peu par OpenCL, une interface de
programmation standardisée pour accélérateurs et adoptée par tous les fournisseurs. Alors
que ces modèles de programmation et de plate-forme fournissent un moyen de développer
des applications portables, OpenCL ne résout pas directement le problème de la portabilité
de performances. Les applications doivent toujours être adaptées à la main à chaque plateforme cible.
Dans ce travail, nous étudions le problème de savoir comment atteindre une portabilité
de performances. Nous proposons une manière de développer des applications de façons
data-parallèle avec plusieurs paramètres de réglage, et une méthodologie pour estimer de
bonnes valeurs pour ces paramètres. Cette méthode est basée sur l’hiérarchie du modèle
de programmation d’OpenCL qui décompose un espace d’indices en work-groups 2 de workitem 3 . Nous proposons de d’abord mettre au point un seul work-item séparément qui
devient un bloc de construction pour le work-group. Le réglage additionnel du work-group
mène à un espace d’indices optimal. Comme cas d’étude pour valider cette méthode, nous
implantons en OpenCL une simulation Monte-Carlo pour l’estimation de la Value-at-Risk 4 .
Le parallélisme inhérent de cette application correspond bien avec le modèle programmation
d’OpenCL et avec les capacités des cartes graphiques. Nous appliquons notre méthode à
cette application sur les trois plate-formes carte graphique, Cell/B.E. et PowerPC. Pour
chaque étape de ce processus, nous expliquons des performances observées en détails en
proposant un modèle de performances partiel.
Nous constatons que notre méthode de réglage est facile à mettre en œuvre et mène à des
bonnes performances. Les modèles sont plutôt précis, mais comme ils ne sont que partiels,
ils n’expliquent actuellement que certains aspects. Aucun modèle complet n’a été trouvé
jusqu’à présent. Une partie des connaissances sur les architectures est toujours codée en
dur dans l’implémentation et c’est difficile d’obtenir un modèle de plate-forme portable et
générique. Néanmoins, les modèles partiels sont très utiles pour comprendre les observations.
Nous constatons également qu’il est possible d’écrire des applications portable au niveau
des performances en respectant quelques lignes directrices. D’après nous, cette démarche
est d’autant plus efficace si l’on cible d’abord la plate-forme des cartes graphiques. Cette
plate-forme est la plus compliquée des trois et des petits changements dans l’implémentation
ou des les paramètres peuvent avoir un grand impact sur la performance. Comme les autres
architectures sont plus simples et moins spécialisées, elles ont normalement des bonnes performances pour des algorithmes optimisés pour des cartes graphiques. Ces optimisations
sont entre autres le calcul data-parallèle et la disposition des données correspondant.
Le cas d’étude que nous menons n’a non seulement abouti à une méthodologie de réglage,
mais aussi à une compréhension de plate-formes d’accélérateurs formalisée par des modèles.
Une fois que ces modèles ont été fusionnés dans un modèle complet, ceci peut être utilisé
pour trouver automatiquement des valeurs pour les paramètres de réglage, ce qui représente
l’objectif à longue terme de notre travail.

Mots clefs: Portabilité de Performances, Modèle de Performance, Prédiction de Performance, Optimisation de Performances, Réglage Automatique, OpenCL, Accélérateur
1 calcul générique sur un processeur graphique (anglais: General-Purpose Processing on Graphics Processing Units)
2 groupe de travail
3 unité de travail
4 mot-à-mot: valeur sous risque
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Deutsche Zusammenfassung
Das Aufkommen von parallelisierten und spezialisierten Beschleunigern wie GP-GPUs hat
eine heterogene Landschaft von Rechengeräten geschaffen. Vor allem ihre Spezialisierung
macht es schwierig Anwendungen zu schreiben, die auf allen Plattformen laufen und gute
Performance abliefern. Eine Teillösung wird seit kurzem von OpenCL angeboten, einer standardisierten Programmierschnittstelle für Beschleuniger, und wurde inzwischen von allen
großen Herstellern implementiert. Während sein Programmier- und Plattformmodell einen
Weg zur Verfügung stellen portable Software zu schreiben, löst OpenCL alleine nicht das
Problem, wie man portable Performance erreichen kann. Anwendungen müssen weiterhin
auf jede Zielplattform getunt werden.
In dieser Arbeit untersuchen wir die Frage, wie Performance-Portabilität erreicht werden
kann. Wir schagen eine Art vor, Anwendungen in einer datenparallelen Weise mit vielen
Tuningparametern zu schreiben, sowie eine Methode um gute Werte für diese Parameter
zu finden. Die Methode basiert auf der Hierarchie von OpenCLs Programmiermodell, das
einen Indexraum in work-groups 5 von work-items 6 zerlegt. Wir schlagen vor, erst ein
einzelnes work-item getrennt zu tunen, welches dann ein Baustein für die work-group formt.
Weiteres Tunen der work-group führt zu einem getunten Indexraum. Als Fallstudie, die
diese Methode bestätigt, implementieren wir in OpenCL eine Monte-Carlo-Simulation zur
Schätzung von Value-at-Risk 7 . Die extreme Parallelität dieser Anwendung passt sowohl
gut zu OpenCLs Programmiermodell als auch zu den Fähigkeiten von Grafikkarten. Wir
wenden unsere Methode auf diese Anwendung auf den drei unterschiedlichen Plattformen
GPU, Cell/B.E. und PowerPC an. Für jeden Schritt dieses Prozesses erklären wir detailliert
die beobachtete Performance, indem wir ein Teilmodell der Performance vorschlagen.
Wir beobachten, dass die von uns vorgeschlagene Tuningmethode einfach umzusetzen
ist und zu guten Performances führt. Die Modelle sind ziemlich genau, aber da es nur
Teilmodelle sind, erklären sie bisher nur jeweils einen Aspekt. Es wurde noch kein komplettes Modell gefunden. Ein Teil des Wissens über die Architekturen steckt hart verdrahtet
in der Implementierung, und es ist schwierig, ein portables, generisches Plattform-Modell
herzuleiten. Nichtsdestotrotz sind diese Teilmodell hilfreich, um die Beobachtungen zu verstehen. Wir stellen außerdem fest, dass es möglich ist, performance-portable Software zu
schreiben, indem man ein paar Richtlinien befolgt. Wir denken, dass dies am einfachsten
funktioniert, indem man hauptsächlich die GPU-Plattform anvisiert. Diese Plattform ist
die komplizierteste der dreien, und kleine Änderungen in der Implementierung oder bei den
Tuningparametern können einen großen Einfluss auf die Performance haben. Da die anderen Architekturen einfacher sind und ein allgemeineres Anwendungsfeld haben, haben sie
in der Regel gute Performance bei Algorithmen, die für GPUs optimiert wurden. Diese
Optimierungen schließen datenparallele Berechnungen und Speicheranordnung ein.
Die von uns durchgeführte Fallstudie führt nicht nur zu einer Tuningmethode, sondern
auch zu einem Verständnis von Beschleunigerplatformen, das durch Modelle formalisiert
wurde. Sind diese Modelle einmal zu einem kompletten Modell vereinigt, kann letzteres dazu
verwendet werden, gute Werte für die Tuningparameter automatisch zu finden, welches das
langfristige Ziel unserer Arbeit darstellt.

Stichwörter: Performance-Portabilität, Performance-Modell, Performance-Vorhersage,
Performance-Optimierung, Auto-Tuning, OpenCL, Beschleuniger
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1

Introduction

Since the dawn of the computing age, researchers and engineers have put great efforts into
accelerating the computing devices in order to satisfy the ever increasing need for calculation
power. While increasing processor frequency has been sufficient to keep up with Moore’s Law
[52] until physical limitations have been reached roughly a decade ago, parallelization has
been necessary since then. This is particularly true for High Performance Computing serving
many application domains such as physical simulations, weather forecast and, since more
recently, finance, where big clusters of computers are used since much longer. Additionally
to parallelization, specialization of the processors or its components allow for increased
computing power without increased energy consumption. This opens the era of so called
accelerators.
There are different trends in the accelerator sector. The first is to enhance classical
Central Processing Units (CPUs) with parallel and specialized components. For example
IBM’s POWER7 [7] processor has up to 8 cores per chip each executing up to 4 threads
simultaneously, as well as vector units for accelerated computations. The high end variant
is used in High Performance Computing.
A more radical approach is followed by IBM’s Cell Broadband Engine 8 . It consists of
a classical PowerPC core with operating system functionality and eight specialized, vectorenabled co-processors reserved just for calculation. While it allows great computing power
with low energy consumption, it is more difficult to exploit than traditional processors. The
Cell/B.E. has been used in what was the fastest supercomputer [42] in the world for 1.5
years and is top 3 today (see [51]).
In the past few years, a new trend has appeared: General Purpose Graphical Processing Units ((GP)GPUs). Originally reserved as accelerator for graphical applications, this
platform follows both parallelization and specialization since long time. Thanks to their
low price, GPUs are primarily used in work-stations, but today’s number two and number
seven supercomputers are based on GPUs as well (see [51]). Porting old applications to this
platform has shown speed-ups of factor 200 and more (see [28, 65, 29] for examples), and
while these are certainly extreme cases, even concurrent vendors of traditional CPUs admit
a speed-up of factor two to five (see [46, 18]). Even more than the Cell processor, GPUs
need a particular programming model and are difficult to exploit entirely.
These three different platforms are only the primary categories, and the numerous vendors of CPUs and GPUs often propose their own solutions. This creates a heterogeneous
landscape of accelerator devices with all its portability concerns.
One solution to cope with the heterogeneity of High Performance Computing devices
is OpenCL (Open Compute Language, see the specification [53, 54]), which has only been
proposed very recently (in late 2008, see [64]). OpenCL is an open industry standard
managed by the Khronos Group, and implementations have been released for all major
computing platforms (see [10, 25, 24]). It defines a generic platform model, a programming
model based on compute kernels, a programming language for the kernels and a C/C++
runtime interface. The programming model offers two types of kernels, simple tasks and
data-parallel tasks, and a way to define dependencies between them. Data-parallel tasks
are expressed as a hierarchical index space of work-items, and a definition of work to do
for each item depending on its coordinates. When mapped onto a real platform, the index
space exposes the parallelism of the application, while its hierarchy permits to take locality
into account.
OpenCL offers for the first time a means to run the same application on a great variety of
architectures, and solves hence a big part of the portability issues. However, due to its closeto-metal approach, it still leaves the task of performance optimization for a certain platform
to the programmer. The latter still has to target his or her code to a certain platform and
8 The official name is Cell Broadband Engine or Cell/B.E.. We will also use the shorter name Cell in this
document.
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the issue of performance portability is therefore still open. While it depends on the OpenCL
implementation how the computations of the index space are mapped to the platform, the
programmer is free to map his or her problem to that grid. This double-mapping opens a
whole set of new questions of how to choose the second mapping in order to get optimal
performance, considering the first one, which is fixed. There is hence a need to simplify the
development of applications that should achieve close to peak performance on a variety of
different architectures.
We contribute to solving this problem by conducting a case study of tuning a sample
application to the three different platforms CPU, Cell and GPU. We present a detailed
performance analysis and propose partial performance models. As a first result, we obtain
a portable tuning methodology, that can be used to write and to tune other applications
targeting multiple architectures. The method is based on the hierarchy of OpenCL’s platform
model, which is common to all architectures supported by OpenCL. The main insight is
that a few tuning parameters are sufficient to adapt the same code to platforms with quite
different characteristics. The experience made during this case study is materialized in
partial performance models, which help to understand the observed performances, as well
as in a few general guidelines for performance portability. For example, we think that the
most portable approach is to primarily target the GPU platform, and porting this version
to the other, more tolerant platforms. Finally, we believe that the partial models can later
be used as a basis for a more automatic approach: the long-term goal is to have algorithms
that auto-tune to the platform they are running on.
As application of our case study, we choose a Monte Carlo simulation for Value-at-Risk
estimation. Value-At-Risk is a metric used by Banks and financial institutions (both important client sectors of IBM), to evaluate the risk of their portfolio of investments 9 . This
is both a legal obligation and a competitive advantage: the faster and the more accurately
the risk of a portfolio is calculated, the higher the possible profit of the investor. Based on
complex financial models, Value-At-Risk is usually approximated by Monte Carlo simulations. As Monte Carlo simulations are data-parallel applications par excellence, OpenCL
is a perfect fit for their implementation. We believe that our sample application is a good
representation of a large class of compute intensive, embarrassingly parallel algorithms.
This remainder of this document is organized as follows: After presenting prior work in
Section 2, we summarize the most important characteristics of the three architectures and
present the basic concepts of OpenCL and Value-at-Risk in Section 3. We then implement a
sample application, which we present in Section 4. Next, we define a tuning methodology in
Section 5, which we apply to our example. Detailed results and explanations are presented
in Section 6, along with high level suggestions for performance portable programming. The
long-term goal of this work being auto-tuning, we open up the discussion in Section 7.

9 In the context of the current financial crisis, Value-at-Risk has been identified as one possible cause (see
[30]). However, this does not condemn Value-at-Risk in general, as it is the responsibility of the investors
to weigh the impact of the tools they use for their decisions.
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2
2.1

Prior Work
GPUs and other Accelerators

With the rise of accelerator platforms, a lot of effort has been put into their understanding
and techniques on how to exploit them optimally. The vendor documentation of the different
platforms usually provides a good starting point. For example, the Cell Redbook [12] is a
very comprehensive guide for programming the Cell processor. Intel [46] manifests that
classical CPUs are just as suited as accelerator platform as the new upcoming ones and
gives general ideas about how to use them. And there is an official performance guide [20]
for the PowerPC used in this case study. On the GPU side, there are official programming
guides and best practices, that help to understand how these platforms work and should be
used ([5] for ATI’s GPUs, [3, 4] for Nvidia’s). The knowledge about General Purpose GPUs
becomes more and more widespread, in both academia and industry. For example Owens
et al. [55] provide a general survey on this topic. This shows that there is at least some
knowledge of how to use these platforms.
However, programming specialized accelerators is everything but easy, as it differs considerably from traditional hardware, and a lot of research is going on in this field. The trend
of using dedicated, accelerated hardware triggered a whole series of publications on how to
adapt old algorithms or techniques to these new platforms. Agarwal et al. [8], Majmudar
et al. [47], Gerbessiotis [33] and Dixon et al. [26] are only a few examples just in the finance sector alone. Ryoo et al. [60] describe a method to optimize performance on GPUs
in general, and is therefore quite similar to this case study. All these works most often
describe how to optimize a particular algorithm on a particular machine. It does not solve
optimization in a portable way however.

2.2

Heterogeneity and Portability

There are several ways to cope with performance in a heterogeneous environment such as the
one of the accelerator platforms. They include at least the following four: (i) One can accept
the heterogeneity offered by different platforms, and schedule every problem to the machine
that fits best. This approach has been followed by StarPU [13]. (ii) The performance critical
parts can be externalized in a library, which is manually adapted to each target platform.
BLAS [45] and LAPACK [11] are certainly one of the best known examples. (iii) A software
layer can be used to abstract from the hardware. Chahi and Bel [21] use a library with hard
coded optimizations for all target platforms and all functionality needed by the application.
A framework that seamlessly translates and schedules part of the application for accelerators
such as the Cell has been proposed by Kunzman and Kalé [44]. Finally, OpenCL can be
seen as an abstraction layer and will be discussed in great detail throughout this document.
(iv) Last but not least, auto-tuning, the ultimate goal of this work, is one way to make
applications or libraries performance portable.

2.3

Auto-Tuning

A lot of work has been done in the domain of auto-tuning in general. The most important contributions include the following: ATLAS [66] is an auto-tuned version of the BLAS
library, which has become a reference implementation on most platforms. FFTW [32],
SPIRAL [57], PHiPAC [17] and Sparsity [36] are auto-tuned libraries for discrete Fourier
transform, digital signal processing, matrix multiplication and sparse matrix kernels respectively. FIBER [40] is a more general framework for auto-tuned software. All this work solves
a particular problem for a particular kind of machine, so their direct utility for a scenario
with Value-at-Risk on GPU, Cell and CPU is limited. However, high level insights can be
used. One of them is, that they are all based on a certain machine model, even if it is
implicit. Only under the assumption of a memory hierarchy, it makes sense to optimize
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vector multiplication for cache size in ATLAS [66]. It seems therefore reasonable to work on
performance analysis and model on the target platforms of a certain application as a basis
for an auto-tuned version.
Beside this work on auto-tuning in general, a research effort has been made to auto-tune
algorithms on the new accelerator platforms. GATLAS [37] applies the work from ATLAS
[66] to GPUs. Choi et al. [22], Jiang et al. [38] and Meng et al. [50] propose auto-tuned
algorithms of matrix multiplication, sparse matrix vector multiplication and iterative stencil
loops on graphics hardware. The three suppose a certain model of the GPU, which is quite
different from classical CPU based architectures. Even if they are interesting as a basis of
our work, they do not solve our problem directly, as they are centered on one platform.
What we are looking for is a model that is valid for such different architectures as CPU,
GPU and Cell.

2.4

Performance Models

The degree of how the characteristics of a platform are modeled for runtime prediction can
vary considerably depending on the approach. Finkler et al. [31] propose a way to predict
the runtime of a given program on a certain architecture, without modeling any of the
architecture’s properties. A combination of O-calculus and handcrafted benchmarks predict
the runtime as a sum of the times of each code line multiplied by its weight. There are
two open points with this approach in our context. First, it is unclear whether it works
on the highly parallel and hence somewhat more complex GPU architectures. Second, our
algorithm is very regular and has linear runtime in its parameters, so the O-calculus part is
somewhat trivial and does not provide much insight.
The Roofline model [67] is a very general performance model, that models basically
two platform characteristics: memory bandwidth and floating point processing power. The
main idea is that every program is limited by both. As long as it is memory bound, it will
suffer from the first limit; as soon as it gets compute bound, it will suffer from the second.
This model has intentionally been created to provide insight rather than precise runtime
prediction, and abstracts from many details. However, as we will show in later sections
of this document, performance depends heavily on these “details” on some of the targeted
accelerators. The numerous models as the Roofline model [67] are therefore not of much
interest for tuning or even auto-tuning.
Hong and Kim [35] are on the other end of the scale of how much detail to model.
It presents a performance prediction model for Nvidia GPU’s. It consists of a set of detailed formulae and parameters, obtained by machine specification, source code analysis
and micro-benchmarks. The model predictions are quite accurate, but the model includes
many hardware details, specific to the exact device. Kothapalli et al. [43] and Baghsorkhi et
al [14] propose similar approaches. While these models can be very useful for tuning GPU
applications, the somehow “overfit” this platform, and are not portable.

2.5

OpenCL

As a programming language targeting all of today’s HPC platforms, OpenCL [53, 54] represents a possible portable solution for this heterogeneous environment. As it has only
proposed recently, little work has been done with this solution until now. For example,
Stone at al. [63] provide a general overview of OpenCL. Breitbart et al. [19] study OpenCL
as programming model for the Cell. Of course, vendors of OpenCL implementations provide
documentation as well (see [5, 3, 4]).
It is however unclear, whether OpenCL provides the same performance as native solutions. Christadler [23] compares popular parallel languages and concludes that OpenCL is
orders of magnitudes slower than possible peak performance. In contrast, Karimi et al. [39]
explicitly compare CUDA and OpenCL on Nvidia GPUs and only observe a small performance disadvantage of OpenCL. Khanna et al. [41] compare the implementations for Cell
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and CUDA of a physical simulation to a single OpenCL implementation, and find equivalent
performance. We conclude that while it may depend on the algorithm, OpenCL is able to
achieve peak performance and we assume that this will be more and more the case with
increasing maturity of compilers and tools. In this case study, we hence ignore how OpenCL
compares to natives tools, and only try to optimize a given application in this language.
From previous works, we also conclude, that even if portable, OpenCL is not performance portable per se. Due to the novelty of this technology, there is a need for a general
methodology to use OpenCL in a performance portable way. To our knowledge, no OpenCL
specific auto-tuning has been realized yet. What most authors seem to do instead, is to
use OpenCL as a portable language and achieve performance on different machines using
ifdefs or machine-specific configuration files. (one example for this technique is shown by
Bergen [16]). With auto-tuning a long term goal in mind, we will propose a methodology of
how to write performance portable applications in OpenCL.
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3

Fundamentals

In order to write applications with good performance, a detailed knowledge of the target
architecture and the target programming language is necessary. This section summarizes the
fundamentals about the three architectures we used in our study (CPUs in Section 3.1.1, the
Cell in Section 3.1.2 and GPUs in Section 3.1.3). It then gives an overview about OpenCL
and its different concepts, as well as how it is mapped to the three platforms in Section 3.2.
The section represents a first important part of our work.

3.1

HPC Platforms

This section gives an overview of three different accelerator platforms. Note that all the
three are only the computation component of a single node. The node itself usually consist
of other components such as a mother card and input/output devices. Furthermore, these
nodes can be combined to clusters, which is the standard approach in High Performance
Computing. The nodes of a cluster often communicate with message passing protocols such
as MPI [2], which is orthogonal to both native programming of the accelerators and OpenCL.
3.1.1

Traditional Central Processing Units

The most traditional of the three platforms is the classical Central Processing Unit, which
exists since decades and is available from different vendors, for example IBM with its PowerPC. Its memory is structured in a hierarchy of a few registers, a few kilobytes of L1 cache,
up to 2 megabytes of L2 cache, optionally a few megabytes of L3 cache, and the main memory or RAM of up to a few gigabytes. While memory higher in the hierarchy increases in
size, it decreases in speed. To solve this problem, data is transparently moved from one level
to the next, which is faster. Thanks to spatial and temporal locality of most programs, the
next access to a similar address is sped up. Additionally, some CPUs are able to prefetch
data into the cache, either on request or based on access pattern analysis. Caches are based
on lines, the higher the level, the bigger the cache line. This cache hierarchy reduces the
latency to main memory.
Most of today’s CPUs are based on the so called RISC 10 architecture. They provide a
set of simple, but very fast instructions working on registers. A pipeline drastically increases
the throughput of these instructions, as long as it is filled. Advanced pipelines are out-oforder, enabling optimal scheduling of instructions and even instruction level parallelism.
Other than the caches, sophisticated components such as branch-prediction ensure that the
pipeline stalls as rarely as possible.
Until here, all the numerous optimizations of the hardware are virtually transparent to
the programmer. Any program that can be compiled to the target CPU can benefit from
its computational power. Important for performance are a mature compiler and a few easy
guidelines: the program should access memory either with a sequential access pattern, or
limit random access to a working set that fits into the cache.
Since roughly a decade, CPUs have more than one core on the same chip, such that
multiple processes or multiple threads can run concurrently. Today’s CPUs have 4, 6 or
even 8 cores, future generations will have much more. Each of the cores has basically the
same functionality as a single core CPU, but a few components such as L2 or L3 caches are
shared. This introduces the complexity of cache coherence.
Orthogonally to physical cores, some CPUs have logical cores. This is called HyperThreading by Intel and Simultaneous Multi-Threading by IBM, which is the term we will
use from now on. With this technology, the hardware schedules several threads 11 on the
same physical core. With several instruction fetch units, but only one set of arithmetic and
10 Reduced
11 Most

Instruction Set Computing
commonly 2 or 4.
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load/store units, SMT-enabled processors usually have a better usage of their components,
as they are used by all threads of the core in an interweaved fashion.
With this kind of processor, parallelism needs to be expressed explicitly. This can happen
through a parallel programming language such as X10 [27] or Fortress [9], through explicit
usage of the cores via processes or threads, or by compiler directives such as OpenMP [1].
Except maybe for parallel programming languages, the programmer has to think explicitly in
parallel, and take care of things like synchronization, optimal work splitting or false sharing
in a common cache.
In order to increase the computational power even further, most modern processors
provide vector units (SSE 12 for Intel and AMD processors, AltiVec for PowerPC). These
vector units can be of different width, and each technology has its own set of intrinsic
instructions to use them. They have to be used either manually with assembler-like APIs,
or by an intelligent vectorizing compiler.
Our machine with a CPU is presented in Section 6.1.2.
3.1.2

The Cell Broadband Engine

The Cell Broadband Engine (or Cell BE or just Cell ) follows a radically different approach. It consists of one traditional PPC, the Power Processor Element (or PPE), and
eight lightweight co-processors called Synergistic Processor Elements (or SPEs). It is used
as accelerator for High Performance Computing and as the central processor for Sony’s
PlayStation 3.
While the PPE with all its advanced functionality runs the Operating System and the
main part of the applications, the SPEs are specialized to execute only pure computations.
In order to save chip space for computation components, they do not have OS functionality
and only a small local storage. Instead, they have large vector units. The eight SPEs are
placed on a ring bus, which is connected to the PPE and main memory. The main memory
cannot be accessed directly, but only through asynchronous DMA 13 requests. There are
further DMA requests to scatter and gather among the SPEs. This design has several
advantages: with its eight cores, it has a high acceleration through parallelization. Then, by
devoting big parts of the chip to computation only components (the SPEs), a lot of energy
and chip surface can be saved. Finally, by making memory access explicit, applications can
hide latency with a intelligently managed software cache.
The Cell is traditionally programmed with the Cell SDK. The Cell SDK is a C++ library
that lets the programmer manage and schedule jobs on the SPEs manually. It provides
explicit primitives for DMA transfers. The typical paradigm for Cell is a stream oriented
double-buffer scheme, but task parallel usage is possible. It is generally rather complex and
only partially suited for beginners.
Our machine with a Cell is presented in Section 6.1.2.
3.1.3

(General Purpose) Graphical Processing Units

The most particular of our three architectures is without any doubt the Graphical Processing Unit (or GPU ). Historically, it is used for graphical applications and is therefore
extremely optimized for this kind of work. Graphic calculations consist of thousands of
rather lightweight streams, doing exactly the same work and roughly corresponding to the
pixels of the screen. This is a data parallel problem par excellence. GPUs come on a separate
device with separate memory. Thanks to their extreme specialization and early parallelization, they offer an immense computing power if used correctly for a suited problem, and
have become more and more popular for applications outside the graphical domain for this
reason. As they offer more and more general functionality, they are today sometimes called
General Purpose Graphical Processing Units (GP-GPU).
12 Streaming
13 Direct

SIMD Extensions
Memory Access
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We will now give an overview over a typical GPU of Nvidia, using the terms they use
for their products. GPUs of other vendors such as ATI have similar architectures, but they
normally use other words for similar components. A GPU consists of 8 to 20 Streaming
Multiprocessors (SMs) and a few gigabytes of global memory, which is usually not cached
14
. Each SM consists of one to three blocks of cores 15 , which, in turn, consists of eight or
16 cores. GPUs are programmed with a dedicated, vendor specific programming language.
Nvidia offers CUDA for their GPUs, ATI’s GPUs are programmed with Stream SDK.
Each Streaming Multiprocessor can manage hundreds of hardware threads at the same
time. It has a few tens to a few hundreds of kilobytes of shared memory, and a register file,
which are shared by all its threads. The threads of an SM are bundled into groups that all
execute the same code. Depending on the available resources, one or more such groups are
run on the same SM simultaneously. These groups are further divided into warps 16 , which
represents the basic unit of the scheduler of the SM. The SM manages a pool of runnable
warps and schedules them on its blocks of cores as soon as both are ready. This is similar
to SMT seen in Section 3.1.1, and allows for hiding latency of one warp by interleaving it
with other warps.
Each block of cores can be seen as a very sophisticated SIMD unit. Each core of the
block can run its own hardware thread, but all the threads of the block have to execute the
same instruction, as they share the instruction fetch unit. If one part of the threads of a
warp takes another branch than the other part, i.e. if they are on divergent paths, execution
has to be serialized, and the threads of the first branch are executed while the others wait
and then vice versa. If there are 32 different paths in the warp, performance is degraded by
a factor of 32. Similarly, all memory access of one instruction of a warp can be coalesced,
if they respect a certain pattern. The threads of a warp have to access a continuous region
of memory in the order of their respective IDs. In this case, only two memory accesses are
needed for the whole warp, instead of 32, which implies a huge speedup. All in all, on GPUs,
it is important to have a very regular work for the threads of a warp in order to reach peak
performance.
Each of the cores is very lightweight, and does not consist of much more than a floating
point and an integer ALU 17 and a part of the register file of the Streaming Multiprocessor.
This is perhaps the most striking difference to the architecture of ATI’s GPUs, whose cores
consist of 5-way vector units. This makes it even more important to have a regular structure
of the problem and even more difficult to reach peak performance.
The GPUs are usually equipped with a few more specialized components. They have for
example a small constant memory region, which provides very fast access to read-only data.
Furthermore, they have a type of memory dedicated for textures, which is optimized for a
certain access pattern. Then, the Streaming Multiprocessors, in addition to the block of
cores, have a set of Special Function Units (SFUs) that implement transcendental functions
(like sin, cos, ...) very efficiently in hardware. Finally, each Streaming Multiprocessors has
built-in synchronization functionality, which is particularly fast.
This highly specialized hardware needs a specialized programming paradigm. In order
to benefit from the high degree of regular parallelism offered by the cores of the Streaming
Multiprocessors, the problem has to be formulated in a data-parallel fashion. This is done
by expressing it as a grid (very similarly to OpenCL, see Section 3.2.3). Furthermore, it
is important to have lightweight threads due to limited resources and in order to exploit
the SMT capabilities of the device. This particular way to express the algorithm needs to
be bundled with a corresponding memory layout. The whole implementation needs to be
adapted to a high degree to the hardware, which the programmer needs to understand in
14 On the new FERMI architecture, global memory does have cache. This continues the trend towards
more and more general purpose GPUs.
15 One such CUDA core is not comparable to a core of a CPU, as it is not independent of the other cores
of its block.
16 Wavefronts in ATI’s terms
17 Arithmetic Logical Unit
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detail to fully exploit it. As the most complicated of our three architectures, GPUs are only
reserved to specialists, which makes them even more interesting to study for performance
portability.
Our machine with a GPU is presented in Section 6.1.2.

3.2
3.2.1

OpenCL
Introduction

OpenCL (Open Computing Language) is a royalty-free industry standard for cross-platform
high performance computing. The OpenCL specification version 1.0 has been released in
December 2008 by the Khronos Group [64]. The goal of OpenCL is to provide a unified programming interface for today’s heterogeneous computing resources such as those presented
in Section 3.1. Implementations for most of these platforms are available today.
The OpenCL specification [53] defines 4 concepts: (i) a platform model based on hierarchies of computing resources and memory, (ii) a programming model based on computing
kernels on n-dimensional index spaces, (iii) a programming language based on C99 for the
computing kernels and (iv) an API for a runtime environment driving the computations.
OpenCL implementations map the OpenCL platform model to real computer architectures. They provide a compiler for the OpenCL programming language and a runtime
environment adapted to their mapping. The remainder of this section will give an overview
over the four parts of OpenCL (Section 3.2.2 to Section 3.2.5) and present the mapping of
the OpenCL platform model to some real architectures (Section 3.2.6).
3.2.2

OpenCL Platform Model

Figure 1: The OpenCL platform model as specified in the OpenCL specifications [53].

OpenCL defines a common model of the computing resources found in any of its supported architectures. In this model, every platform consists of a host and one or more
(computing) devices. The host runs the main part of the application and uses the computing devices to run its computation intensive parts. In a typical setup, the host corresponds
to the CPU. The devices can be the attached graphic cards or other accelerators, but also
the CPU itself. The specification of the platform model is shown in Figure 1.
In order to express the hierarchy found in most of today’s parallel architectures, the
devices are further composed of computing units (CU), which, in turn, are composed of
processing elements (PE). It structures the available computing resources and expresses
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their locality on different levels. Note that not all real architectures may have all of these
levels. Today’s multi-core CPU’s are devices with several computing units, which are not
further split down. In this case, each computing unit has just one processing element.
The memory hierarchy is aligned with that hierarchy of computing resources, and has
the same goal to express and expose locality. OpenCL distinguishes between host memory,
which can only be accessed by the host, and and device memory, which can only be accessed
by the device. Copying or mapping from host memory to device memory or vice-versa have
to be done explicitly.
OpenCL distinguishes furthermore between four types of device memory: global, constant, local and private. The global memory belongs to the entire device, i.e. it is accessible
to all computing units and processing elements. It is usually slow, but big. Note that the
global memory is usually distinct from the host memory. The constant memory belongs to
the entire device as well, but is read-only. The local memory belongs to one computing unit,
and can only be accessed by the computing unit’s processing elements. It is much faster
than global memory, but limited in size. On the lowest level, private memory belongs to a
single processing element. It is very fast, but very small.
3.2.3

OpenCL Programming Model

Figure 2: The two concepts of OpenCL’s programming model: NDRanges and Tasks.

The programming model of OpenCL is based on the concept of kernels. Kernels are computation intensive parts of the application, written in the OpenCL programming language
(see Section 3.2.4 They are initiated by the host program and run on the computing devices
(as introduced in Section 3.2.2).
OpenCL supports two programming models corresponding to two OpenCL kernel types:
the data parallel programming model with NDRange kernels and the task parallel programming model with task kernels. Tasks are sequential pieces of code with dependencies between
them. The OpenCL runtime executes them on the Compute Units of a device, exploiting
all parallelism that respects the dependencies. As we have found with early experiments,
the tasks parallel model has performances orders of magnitude lower than the data parallel
model on GPU, so we choose not to study or mention it any further.
The data parallel programming model is based on the notion of NDRange 18 , an ndimensional index space of the computations (with n ∈ {1, 2, 3}). Just as tasks, NDRanges
can have dependencies between each other, but they expose parallelism inside them as well.
Each point in the index space corresponds to a work-item, which are grouped into workgroups with fixed size for each dimension. A NDRange kernel function describes the work of
a single work-item, and is implicitly called for each item in the index range when the kernel
is executed.
This implies the question of how to map a given problem to this index space. For
example, a matrix calculation A · B = C could be expressed by a 2-dimensional index space
where each work-item calculates one element of C. In Section 4.4, we will discuss how we
map our sample application to this programming model.
18 An

NDRange as in n-dimensional range.
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If not synchronized explicitly, the work-items are executed in arbitrary order and possibly
in parallel. Synchronization is done with a barrier and is only possible between work-items
within the same work-group. Work-items in different work-groups are totally independent
of each other.
While each work-item has a private address space, the work-items of a work-group share
a local address space. The local and global address spaces can be used for communication
within a work-group, but as the work-items may be executed in any order, consistency is
only guaranteed at a barrier. No consistency between work-groups is guaranteed, as they
cannot synchronize.
NDRanges have been created as a means to expose parallelism in a hierarchical way. The
hierarchy of the NDRange fits the hierarchy of the computing resources and the memory.
Typically, the work-items of one work-group are executed by the processing elements of
one compute unit. Synchronization of work-items on the same compute unit is therefore
cheap. Their local address space resides in the local memory of their compute unit, so it
is very close. On the other hand, as different work-groups are totally independent of each
other, they can be executed by different compute units without communication. That way,
NDRanges can be efficiently run on architectures following the OpenCL platform model.
3.2.4

OpenCL Programming Language

The OpenCL programming language is a C-like language used to express the work for each
work-item of an NDRange. Modifications from C include additional keywords, additional
data types and built-in functions, but also restrictions such as no recursion or special rules
for pointers to different memory spaces.
The most important keyword is kernel, which indicates that a function is a kernel
function, an entry point from the host to the device. The four keywords private, local,
global and constant correspond to the four memory types defined by the platform
model and induce four different memory spaces. Each variable or memory region resides in
one of them, depending on its definition.
OpenCL defines a set of data types for floating point and integer numbers, but unlike C, it
defines the exact behavior such as bit-width and numerical properties, such that portability
is guaranteed. These types include vector types of different width. For each of the types
such as float and int, vectors types floatn and intn of width n ∈ 1, 2, 4, 8, 16 exist.
The built-in functions defined by OpenCL include the following four big groups: Workitem functions provide the dimensions of the current NDRange (for example the function get global size()), as well as coordinates of the current work-item (for example
get global id()). Synchronization functions are used to synchronize work-items of the
same work-group. A function for explicit asynchronous copying from global to local memory or vice versa exists, and is intensively used by our sample application. Finally, OpenCL
defines a vast set of mathematical functions, such as sin, cos and exp, along with their
exact numerical behavior and their ability to work on vectors. Especially the last is very
interesting for vectorized programs, which makes this optimization technique easily portable.
3.2.5

OpenCL Runtime

The OpenCL runtime consists of a specification of a C API, that defines functions that are
called by the host code and that drive the computations in the kernels on the devices. As
regular C code, this part can be integrated into any regular C program, and as such, can be
combined with OpenMP [1] and MPI [2].
The host manages a set of OpenCL devices and associates a command queue to each of
them. It submits requests, synchronous or asynchronous, to execute computation kernels or
copy memory to or from the device. The device executes the commands from the list and
notifies the host on termination. As each command queue belongs strictly to one device,
there is no communication between two devices other than indirectly through the host.
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There are two points that make OpenCL particularly portable: First, the host compiles
the kernel code at runtime. The OpenCL kernels are usually shipped as source code, which
is compiled by a compiler specific to the target device. This ensures both portability and
maximized performance. Second, with functions like clGetDeviceInfo, a vast set of properties of the device and the platform can be retrieved, such as the number of Compute Units,
the preferred vector width etc. A performance portable program can query this kind of information in order to adapt itself to the characteristics of the platform. As we will see during
this case study, these static information are often not sufficient for optimal performance.
A typical OpenCL host program consists the following (simplified) steps:
1.
2.
3.
4.
5.
6.
7.
8.
3.2.6

Get a list of available devices.
Create and associate command queues to the device(s).
Read the OpenCL source code and compile it.
Create the kernel object and its parameters.
Initiate copy of input data to the device(s).
Initiate execution of kernel(s).
Initiate copy of output data from the device(s).
Wait for the command queue to finish.
Mapping OpenCL to Real Architectures

We have seen the most important concepts of OpenCL in the previous sections, notably the
abstract OpenCL platform model with its hierarchy of computing resources and memory.
In the section before, we have seen three different real life platforms that support OpenCL.
Hence it is necessary to map the abstract OpenCL concepts to concrete features of these
architectures, a job that is done by the hardware vendor of the platform by writing his
or her OpenCL implementation. This mapping has to be known in order to achieve best
performance with OpenCL.
The first question is how an NDRange is mapped to the computation resources of the
device. The idea is to have the Processing Elements of one Compute Unit execute the workitems of one work-group. This is done on GPUs: a work-item is mapped to a hardware
thread as described in Section 3.1.3. Work-items run therefore in parallel and concepts like
warps need to be taken into account in order to avoid sequentialization of divergent paths.
On Cell and PPC, there is only one Processing Element per Compute Unit, so each Compute
Unit loops over the work-item of the currently executed work-group.
Synchronization on GPU is done with hardware support. The barrier function of OpenCL
has its direct equivalent in CUDA. Neither on PPC nor on Cell is there something similar,
so a work-item hitting a barrier needs to be queued in software, and the next work-item is
executed until the whole group is in the queue.
Another important point is memory usage and memory access. On GPU, all the four
memory types (private, local, global and constant) are physically present and actually distinct. The mapping is therefore straightforward. In contrast to that, there is only one
explicit physical memory on PPC: the main memory. Its up to three levels of cache are not
explicitly accessible. On PPC, all four abstract memory regions are therefore mapped to the
same physical memory. Only the fact that the private and local memory regions are small
implies that they reside in the cache if they are heavily used. Only in this case, their access
is effectively as fast as expected. async work group copy naturally translates to a memcpy,
which is not even asynchronous. On Cell, the SPEs usually do not have access to the global
memory (the main memory in traditional words), as the architecture is based on DMA. Only
private, local and constant memory are small enough to be mapped to the SPEs local store.
While async work group copy naturally translates to such a DMA request, direct access
needs to be done by this means as well. For random access, this may be very slow, as each
access will imply the latency of a DMA request.
Two rather minor points are left, but still interesting: Not all devices actually support
vector types, and only the rarest have vector units for 16 longs. When the vector types of
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an OpenCL code are wider than the vector (or scalar) units of the device, the calculations
have to be scalarized. As presented in Section 3, the Cell, Intel and PPC CPUs, and also
ATI’s GPUs have vector units. Similarly, GPUs have hardware implementations of many
mathematical functions, which can be used, while on other architectures, (slower) software
implementations need to replace them.
To sum up, there are two important mappings that have to be kept in mind when
programming in OpenCL: The first is the mapping of the problem to the index space. This
is the job of the programmer, and he or she has all freedom of doing so, both statically
and dynamically. The second is the mapping of the resulting NDRange to the concrete
hardware. This mapping is vendor specific, only partially known and subject to change. If
we want best performance, we need to know in detail the second mapping, in order to be
able to use the second mapping to optimally exploit the actual hardware. This fact makes
OpenCL alone not performance portable. However, this work proposes a way to write and
tune applications in OpenCL that can easily and quickly be tuned to more or less every real
platform. This method is heavily based on this double-mapping and is presented in Section
5.
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4

Statical Analysis

This section presents the algorithm used as case study for performance portability. The
tuning method presented in Section 5 will be applied to this algorithm in Section 6. Hence,
its implementation is an important prerequisite for the case study, and represents a major
part of the contribution of this work. The algorithm is called simplevarmc. It is the OpenCL
implementation of a Monte Carlo method for a simple Value-at-Risk measure presented by
Benninga and Wiener [15].
This sections starts with a general presentation of the Value-at-Risk problem (Section
4.1). It will then present a pseudo code, a static analysis of our particular application and
its mapping to OpenCL in sections 4.2, 4.3 and 4.4. It will finally explain tuning parameters
(4.5), design choices of the implementation (4.8) and a few static performance optimizations
(4.9).

The Sample Problem: Value-at-Risk

0.2

VaR=0.82 mil. Eur

0.1

Probability

0.3

Value of portfolio today: 1.89 mil. Eur

0.4

4.1

0.0

10%

−0.5

0.0

0.5

1.0

1.5

2.0

Value of the portfolio [in mil. Eur]

Figure 3: Value-at-Risk of a sample portfolio. The VaR is 0.82 mil. Eur, which means that with a probability
of 10% the portfolio is only worth 0.82 mil. Eur instead of 1.89 mil. Eur after the end of the time horizon.
The figure is plotted with the R-code of Steiner [62].

Value-at-Risk (or VaR) is a popular financial instrument used to evaluate the risk of a
given portfolio of assets. A simple definition for VaR is given by Benninga and Wiener [15]:
”VaR answers the question: ’how much can I lose with x% probability over a pre-set
horizon?’.”
In other words, VaR is the x-quantile of the the distribution of a random variable P, the
price of the portfolio at a given time t. Unfortunately, in all but the simplest cases, the
distribution of P is unknown. Research in financial theory has provided models, that, under
certain hypotheses, allow the calculation or at least the estimation of the distribution of P.
In our case and as proposed by Benninga and Wiener [15], we use a Monte Carlo approach
to estimate the distribution of P. This approach consists in evaluating the portfolio in a
big number of random market situation. The distribution of these random portfolio values
approximates the distribution of P, so we can use the x-quantile of the random portfolio
values to estimate the VaR.
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Many efforts have been made to implement Monte Carlo approaches for different problems, in particular for different VaR measures and different VaR models. Benninga and
Wiener [15] give a quite pedagogical overview of the implementation of three VaR models.
Gregoriou [34] provides detailed knowledge about the financial aspects of VaR, as well as
on implementing VaR on real-world platforms. Dixon et al. [26] discuss how to port and
optimize the quadratic VaR estimation to the GPU platform. Majmudar et al. [47] implement a Monte Carlo method for estimation of VaR based on the Black-Scholes model
and the Binomial Option Pricing model. They compare the cost and the performance of
implementations for Nvidia GPUs, for IBM Cell BE and for x86 clusters with MPI. All these
works are a great source for high level insights and show the widespread need of acceleration
of VaR estimation, but cannot be used directly in our case, as they implement other VaR
measures for other VaR models.
4.1.1

The Financial Model underlying our VaR Application

In the financial model proposed by Benninga and Wiener [15], a market is characterized by
a stock index value, a foreign interest rate and an exchange rate. The model furthermore
admits that the market parameters are jointly normally distributed. Hence, a random market
can be generated by multiplying a (3x3) covariance matrix with a normally distributed
random (3x1) vector. A position of the portfolio is characterized by its amount and its type,
stock or foreign bond, as well as its day of maturity in case of the bond. The value of a stock
is simply the stock index value, while the value of a bond is given by the following formula:
value = exchangeRate · exp(−f oreignInterestRate · (dayOf M aturity − today)/365.25)
(1)

4.2

simplevarmc in Pseudo Code

The compute kernel of simplevarmc does the following: It takes a portfolio of positions
(portfolio), the desired number of Monte Carlo simulations (nsim) and the desired probability value (q) as an input, calculates the value of the portfolio nsim times and returns
the q-quantile of the calculated values. The portfolio value is defined as the sum of the
values of its positions. The resulting naive algorithm consists of two nested for-loops and is
illustrated by the following listing:
simplevarmc(portfolio, nsim, q, coVar, rnd)
// Generate big number of random portfolio values
for isim in 0..(nsim-1) do
// Generate random market
param = generate_market_parameters(rnd[isim], coVar)
sum = 0
// Evaluate all positions of the portfolio
for ipos in 0..(npos-1) do
sum += evaluate(portfolio[ipos], param)
simulation[isim] = sum
return quantile(q, simulation)
In each Monte Carlo simulation, the portfolio is evaluated in a random market situation.
This random market is generated by generate market parameters, which, as mentioned
above, consists in generating a 3x1 normally random vector and a product with 3x3 covariance matrix. As there is only a very small number of market parameters, the runtime of
generate market parameters is negligible compared to the high number iterations of the
inner loop.
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The main part of a simulation consists in evaluating the portfolio. This is done by
iterating over all positions with the inner loop and summing up their values. As mentioned
above, the evaluation function of a position depends on its type. Consequently, evaluate
is implemented as a switch as follows:
evaluate(type, dayOfMaturity, amount,
stockIndexValue, foreignInterestRate, exchangeRate, today)
switch(type)
case STOCK:
return amount * stockIndexValue
case FBOND:
return amount * exchangeRate *
exp( -foreignInterestRate * (dayOfMaturity - today) / 365.25 )

4.3

First Analysis

As all Monte Carlo based algorithms, simplevarmc falls into the category of embarrassingly
parallel algorithms. There are no dependencies between two simulations whatsoever, and
because all computations depend on random data drawn at the beginning, no computations
can be shared between two simulations. This is a first dimension suitable for parallelization.
Furthermore, two calls to evaluate are totally independent, and under the assumption of
associativity of the sum this is a second dimension for parallelization.
However, all simulations read from the input data portfolio, and two simulations read
from exactly the same position, if they are executed exactly concurrently. This can be
regarded as a weak kind of dependency, which will be relevant for performance considerations
in Section 4.4.

4.4

Mapping simplevarmc to the OpenCL Programming Model

One first possible idea for how to map the pseudo code in Section 4.2 to OpenCL is to
map one simulation to one work-item. This means only parallelizing the algorithm in one
dimension, and not further parallelizing a single Monte Carlo simulation. As the number of
simulations is usually very big, this choice seems reasonable.
This approach has two implications: First, all work-items of a given work-group access
exactly the same input data (portfolio). This common access to global memory can be
shared by buffering portfolio in OpenCL’s local memory. As local memory is probably
limited, the buffering happens blockwise. Second, all work-items of the work-group perform exactly the same calculations, instruction by instruction, but on different data. This
perfectly data parallel behavior is ideally suited for GPUs as explained in Section 3.1.3.
In order to share memory access to portfolio even further, one work-item can calculate
multiple simulations at once. It therefore has to generate parameters for several markets
and sum up the position values for several simulations in distinct temporary sum variables.
As before, the work-group collaboratively buffers portfolio in local memory, but each
work-item iterates over it several times.
Finally, several simulations can be calculated using vector types. Vectorization is possible
because two simulations always consist of the exact same instructions and only differ in the
input data. This way, vector units can easily be used where available (see Section 3).
Additionally, the number of accesses to portfolio is further reduced.
The possibility of parallelizing a single simulation has been given up in an early phase of
the case study. It would be possible, for example, to map one simulation to one work-group,
and split up the calculation of the positions among its work-items. However, in this case,
the intermediate sums of the work-items have to be reduced to a single result of the workgroup, which introduces unnecessary overhead for synchronization. More importantly, two
work-items may have divergent paths, as their respective current positions may not be of the
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same type, and therefore not execute the same case of the switch statement of evaluate,
which leads to serialization on some platforms (see Section 3.1.3). Furthermore, no memory
access can be shared.

4.5

Tuning Parameters

To sum up, simplevarmc has the following set of tuning parameters:
posbs The block size of the buffer scheme to portfolio.
simbs The block size of simulations carried out by one work-item.
vwidth The width of the vector types used for the calculations. The number of simulations
carried out by one work-item is simbs · posbs.
wgsize The size of one work-group, i.e. the number of work-items per work-group.

4.6

Pseudo Random Number Generator: MersenneTwister

In order to draw random market parameters, a random number generator (RNG) is necessary. We use the pseudo RNG 19 MersenneTwister from Matsumoto and Nishimura [48],
as it parallelizes easily and we do not need cryptographical security. Parallelization has
been proposed with their Dynamic Creator [49], and consists in calculating offline multiple
seeds that generate distinct random number sequences. If each work-item has its own seed,
no communication needs to take place for random number generation. These seeds represent another kernel parameter. In our implementation, we use a modified and encapsulated
version of Nvidia’s OpenCL implementation [56] 20 .

4.7

A Throughput Metric: Mega Positions Per Second (MPPS)

For the following preliminary tests that justify some design decisions of the implementation,
a performance metric is necessary. We will use this metric throughout the whole case study.
Its definition is based on the number of calls to evaluate per second. Let nsim be the
number of Monte Carlo simulations npos the number of positions of the portfolio, and t the
time of the calculation, then mpps is defined as:
mpps = 2−20 · nsim · npos /t

(2)

This metric makes sense, as we are interested in throughput performance of our implementation and we do not have real-time constraints. However, a few points have to be
mentioned. It makes only sense to compare two runs if they run on the very same portfolio,
as the metric does neither take into account the distribution of position types (inducing a
different runtime for evaluate) nor the generation of market parameters, which may have
a more or less important weight depending on the portfolio size.

4.8

Choosing the Strategy for Memory Access

There are several ways to implement the access to the shared portfolio. Three different
variants have been considered during this case study, Load/Store, Single-Buffer and DoubleBuffer, but only one of them, Single-Buffer, has been analyzed in detail in Section 6. One
example shipped with IBM’s OpenCL implementation [10] uses the same kind of variants
19 In contrast to a good RNG, a pseudo RNG is cryptographically not secure. However, the numbers it
generates behave like actual random numbers in a series of statistical tests.
20 The main modification is to save the seeds in a static array in the host code instead of using a memory
dump. The memory dump is not portable, as it does not cope with endianness differences.
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for its kernels. This subsection quickly presents these variants and justifies the choice of
Single-Buffer.
In the Load/Store variant, no explicit buffering is done, but portfolio in global memory
is accessed directly with load/store operations. The idea is that the sequential access and the
locality achieved with the two-dimensional blocking lead to a good presence of portfolio
in the cache. This reasoning is of course only valid where cache is present, for example on
regular CPUs such as PPCs, or GPUs with global cache (see Section 3) 21 . On GPUs, the
hardware may be able to detect that all work-items access the same global memory case and
share the result. On Cell, however, load/store operations are translated into DMA requests
with big overhead.
In the Single-Buffer variant, all work-items of a work-group collaboratively copy blocks
of portfolio from the global memory to a (single) buffer in local memory using OpenCL’s
async work group copy. They wait for the copy operation to finish before processing the
copied data. On Cell, this corresponds to the native programming paradigm based on DMA
copies, but on platforms where OpenCL’s local and global memory space reside on the same
physical memory (like PPCs, see Section 3), this is an unnecessary copy.
One can think that the Double-Buffer variant is an optimization of the Single-Buffer
variant, as it allows for overlapping of communications and computations. In this variant,
there are two local buffers, and while one buffer is updated with async work group copy,
the work-items do calculations with the second buffer. However, the Single-Buffer variant is
an implicit Double-Buffer, as long as there is more than one work-group per Compute Unit.
In this case, the communications of one group are overlapped with the communications of
the other group, at least as long as the actual platform supports asynchronous copying. This
means that using double-buffering in NDRanges only introduces unnecessary overhead.

100%
0%

mpps ratio

75%

50%

25%

0%
GPU
Load/Store

PPC
Single Buffer

Cell
Double Buffer

Figure 4: Performance comparison of three different strategies for memory access on GPU, PPC and Cell.
The systems are keythong-16, mn3 and ae02 as specified in Section 6.1.2. The presented figures are the
ratios of the optimal throughput of each strategy compared to the optimal throughput of the best strategy
on the same platform. The optimal throughput per strategy and platform have been determined by manual
tuning. The Single-Buffer variant performs best on all three platforms and is therefore picked for the rest
of the case study.

In order to choose the best strategy, we have implemented the three variants mentioned
above. We have tuned their parameters by hand in the conditions presented in Section 6.1.
21 By the way, OpenCL offers a way to detect a cache for global memory using clGetDeviceInfo with the
CL DEVICE GLOBAL MEM CACHE* attributes.

30 / 60

4.9

Static Performance Optimizations

September 28, 2010

The best performance obtained on a given platform for a given kernel gives a good idea
of the performance limitations due to the kernel variant. Figure 4 shows the result of this
experiment. On GPU and on Cell, the two buffered versions perform considerably better
than the Load/Store version. On both platform, local memory is much faster than global
memory, and load/store access cannot be implemented as efficiently as asynchronous access.
The double buffer version has no advantage as expected. On PPC, the three versions are
almost equally fast, with a 2% advantage for Load/Store. This shows that PPC is a generalpurpose device, and that the (unnecessary) asynchronous copy only introduces a very small
overhead.
We conclude that the Single-Buffer version has optimal or close-to-optimal performance
on all our platforms. From now on, we will only use this variant and not mention the other
anymore. This will allow for an analysis in greatest detail of this version.

4.9

Static Performance Optimizations

In addition to the tuning parameters introduced in Section 4.5, a few techniques have been
used to improve performance. Unlike the tuning parameters, they are done statically at the
design or implementation phase of the algorithm.
One important design choice is the memory layout of the input data, in our case portfolio. There are two basic alternatives: Array of Structs (or AOS ) and Struc of Array (or
SOA). AOS consists in storing all data of one position in a struct and the resulting structs
in one big array, whereas SOA consists in having multiple arrays, one for each property, and
hence distributing the data of one position over several arrays 22 . For data parallel problems,
the Array of Structs approach is preferable. Not only does it simplify vectorization, as no
packing/unpacking is necessary, but it allows for coalesced global memory access on GPUs
(see Section 3.1.3).
Another important point is the alignment of the host memory buffers. On Cell, DMA
transfers have to be aligned on 128-word boundaries. For efficient execution of the function
async work group copy, host memory buffers have to respect that alignment 23 . Early tests
have shown that the effective memory bandwidth can be reduced by a factor of 5, if the
addresses are not aligned.
This a priori analysis of simplevarmc has introduced the basic characteristics of the
algorithm and its tuning opportunities. In Section 6, we will present a detailed performance
analysis on our platforms and explain the impact of each of the parameters.

22 In

data base lingus, these approaches are called column store and row store.
offers two ways to implement this: get the MEM BASE ADDR ALIGN attribute with clGetDeviceInfo
and align the buffer by hand, of create the buffer with the CL MEM ALLOC HOST PTR flag, in which case the
implementation does the alignment.
23 OpenCL
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5

Tuning Method

This section presents the most important contribution of our work: a general method to
tune embarrassingly parallel applications written in OpenCL to a given real-life platform.
We will give an overview of the method as well as its motivation in Section 5.1. We will
then present the four steps of the method in Section 5.2. Finally, we discuss its limitations
and possible extensions in Section 5.3.
We think that this method is valid for a wide range of parallel applications and present
it independently of our case study. In Section 6, we will illustrate it by applying it to
simplevarmc (as presented in Section 4), and give the most important results as well as
high level insights into portable application tuning.

5.1

Motivation and Overview

A good tuning method has at least the following two properties: it has to find quickly
parameters that lead to a near-optimal performance, and it has to yield insight about the
tuned system. The latter is important, as the understanding acquired during one tuning
process can be used at least partially on other machines or other algorithms. It is therefore
useful to have a common tuning process for all platforms, despite some differences in details
from one platform to another. A code written with this tuning process in mind is in some
sense performance portable, even if manual tuning is involved.
One possible method to find good parameters is by exhaustive search. Unfortunately, real
world applications have much too many dimensions for this approach. Even our relatively
simple application simplevarmc has four tuning parameters (posbs, simbs, vwidth and
wgsize, see Section 4.5), three different kernel versions and two input dimensions (nsim and
posbs, plus a third dimension, if we take into account the distribution of position types)
and we want to tune to three different architectures. With this much data, it is difficult to
understand the influence of a particular parameter, especially because the parameters often
have interfering effects (simbs and vwidth are such an example presented in Section 6.2.1).
Besides the fact that it is hard to understand the data of an exhaustive search, it is
most often just unfeasible. Additionally to the tuning parameters, kernel versions, input
dimensions and architectures, we need to run every configuration a few times (e.g. 10 times)
in order to get statistically significant results. At the beginning of our work, we started with
this approach, but quickly reached a point where an entire night was not sufficient to run
all experiments. It is clear that a much more systematic approach than exhaustive search
is needed.
The tuning method proposed in this section tries to solve both problems by structuring
the parameter space along the hierarchy of OpenCL platforms. It is based on the abstract
platform model presented in Section 3.2, but with the different underlying real world platforms in mind. In this method, a single work-item is tuned at first in order to exploit best
the capabilities of a single Processing Element. Then, such a work-item is cloned in order to
fill a whole work-group, which is adapted to exploit a Computation Unit optimally. Finally,
the tuned work-groups are cloned in order to occupy all Compute Units of the device. This
approach is valid, as we limited ourselves to embarrassingly parallel applications, which
do not have dependencies. As they are furthermore compute bound, there are no hidden
dependencies for memory access either.
The hierarchical exploration of the parameter space is based on one fundamental idea:
when a work-item (or later a work-group) is cloned in order to step up in the hierarchy, the
work itself is cloned as well, such that each item does exactly the same calculations as the
single item before. This eliminates effects of decreasing work size, and makes it easier to
understand just the impact of concurrent execution.
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The Tuning Method
Tune one Work-Item

On the lowest level of the hierarchy are the work-items running on the Processing Elements
of one Compute Unit. The first step is to make one of these work-items as efficient as
possible. This is achieved by three different means: First, we can use blocked memory
access to global memory. This consists in blockwise copying data from the usually slow
global memory into a buffer in the faster local memory. In our application, this corresponds
to the parameter posbs (see Section 4.5). The question here is: what is a good block size for
the buffer? Greater size means few access and hence less latency cost. On the other hand,
memory for the buffer is limited.
Second, we can increase the work of one work-item by mapping more work to it in
order to share common operations. These common operations may be initializations, precomputations etc, but also access to common memory regions. In simplevarmc, we only
share this memory access (see parameter simbs presented in Section 4.5). Here, we have
again a trade-off between sharing operations and using more of the precious resource local
memory.
Third, we try to expose as much parallelism as possible inside a single work-item by using
vector types. On data parallel applications such as simplevarmc, quite a big part should be
vectorizable. On all architectures with vector units, this should be greatly beneficial, and, as
we will see in Section 6.2.1, even on some of those without. The corresponding parameter in
our application is called vwidth. As increasing the vector width may also mean increasing
the amount of work, the choice of this parameter may have to be done together with the
parameter before.
In this first step, we have to find out which of the three parameters has the biggest
impact for the least cost. It consists in finding a good balance between the three.
5.2.2

Scale Work-Items over Work-Group

We will now use the tuned work-item as a building block for the next level of the hierarchy
and create a work-group of several of them. The main challenge is to determine a good
number of work-items per group (parameter wgsize in simplevarmc). It is clear that
we need at least as much work-items per work-group as there are Processing Elements per
Compute Unit. As we will see in Section 6.2.2, we may need to have considerably more workitems in order to take advantage of potential SMT capabilities of the device. Other than
just giving work to all Processing Elements of a Compute Unit, having multiple work-items
per group has another advantage: it shares memory access through async work group copy
to common memory regions.
What we expect to happen while increasing the number of work-items per work-group,
is the following: First, the throughput will increase linearly with the number of items until
all Processing Elements are used. Then, it will increase slightly slower until the SMT
capabilities are exploited. Finally, it will increase only slowly (if at all) because of shared
memory access. The characteristics of the platform determine the width of each of the three
phases, and fundamentally influence the optimal size for a work-group.
5.2.3

Scale Work-Groups over NDRange

Similarly to the step before, we now use a work-group optimized for one Compute Unit to
build an optimized NDRange for the whole device. Basically, what we do in this step, is to
check whether the problem scales linearly or not. Under the assumptions of embarrassingly
parallel, compute bound applications and of the OpenCL platform model, this should always
be the case. We show in Section 6.2.3 that it is the case for simplevarmc. However, SMT
features of some devices require extra attention, as discussed in Section 5.2.4.
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Review Tuning of Work-Items

Until here, we have pursued a strict bottom-up approach. However, we may need to review
some of our decisions from the beginning in order to get a globally optimal performance. If
we never look back, we usually just increase our buffers, work-items and work-groups, and
the resulting work-groups may become “too big”.
In particular on devices with SMT capabilities, the number of work-groups executed on
the same Compute Unit may depend on their size. This is the case for many GPUs (see
Section 3.1.3). Rather than iterating through the method once, we propose to loop through
it: If the initial combination of parameters does not take enough advantage of SMT, the
parameters should be decreased until it does. A few iterations with some experimentation
and intuition may be necessary. We will show in Section 6.2.4 that this can considerably
improve performances on our GPU.
There is another interesting point about filling an NDRange with work-groups, that we
cannot discuss in our example due to time constraints: If the size of the problem is limited,
we may not have enough work-groups in order to occupy all Compute Units 24 . It may
therefore make sense to trade low level optimizations against high level parallelism, e.g.
have one work-item work less (with a slightly lower efficiency), but have more work-groups
that can be executed in parallel instead. This kind of down-scaling of the problem is an
interesting possible extension of our work.

5.3

Limitations and Possible Extensions

We now discuss the limitations of our tuning method, as well as further possible extensions.
For our approach, we have limited ourselves to embarrassingly parallel, compute bound and
data-parallel applications with very regular runtime behavior. This is reasonable, as not
only a large class of applications have these characteristics, but also because OpenCL has
been designed for this kind of problems and is therefore somehow limited to them. However,
we may be able to adapt our method even if some of these limitations are relaxed.
For example is it unclear, how well the method works for less compute-bound applications. With our example, we never observe bandwidth contention. However, we have
several parameters that can reduce memory access, if the problem permits it. The method
may therefore work on more memory-bound problems, but additional experiments and possibly some adaptations are necessary. Similarly, it is questionable how the method applies
to non-data-parallel algorithms. In this case, the parameter vwidth, and to a certain degree wgsize as well, makes much less sense and will have a different impact than on our
application.
Furthermore, it is interesting to give up the embarrassingly parallel nature and to allow
communication, both local and global. While our approach with its local tuning probably
works for communication inside a work-group, we have to extend it to work with extra
work-group communication. Remember that OpenCL only allows such communication by
launching a kernel several times. For example launches the Radix Sort sample shipped with
Nvidia’s OpenCL implementation [24] four different kernels up to 32 times. Each kernel
corresponds to one step of the algorithm, which all have to be run once for each bit. This
introduces a whole series of new questions and new tuning parameters: What are the costs
for a kernel start? What is a good trade-off between less redundant work inside the kernels
and fewer kernel launches? We think that both our method and the models presented in
Section 6.2 can be extended to answer these questions.

24 A similar problem occurs if there are just a few work-groups more than a small multiple of the number
of Compute Units. With that static splitting, there may be many unoccupied Compute Units in the last
“round”.
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6

Experimental Results and Performance Analysis

In Section 5, we have presented a general tuning method for performance portable OpenCL
applications. In this section, we will illustrate this method by applying it to the sample
application of our case study, simplevarmc (as presented in Section 4), which we will tune
to three different platforms.
The section is organized as follows: we will first explain how and in which environment
we evaluate our method (Section 6.1). This includes defining our test machines. We will
then present detailed results of our case study in Section 6.2. Finally, we will draw a first
conclusion of these results and give high level suggestions for performance portability in
Section 6.3.

6.1

Evaluation Method

We will describe here the conditions in which we conducted our case study and start with
some fixed test parameters. Remember that this is a case study of a simplistic application,
that we use to get insights into performance portability, so we choose some of our parameters
so as to focus on interesting parts of the performances. For example we choose npos = 217
throughout the whole case study, in order to make one simulation big enough. This is
unrealistically high, but as our evaluation function is unrealistically simple, more realistic
simulations should be of similar weight. Furthermore, our sample portfolio has the following
distribution of position types: position i with i ≡ 0 mod 2 is of type Foreign Bond, position
i with i ≡ 1 mod 2 is of type Position.
The time we measure for calculating the mpps (as defined in Section 4.7) includes the
launching of the kernel, its execution and its termination. It is measured with two calls
from the host code to the C function gettimeofday, one before clEnqueueNDRangeKernel
and one after clWaitForEvents. While we had verified the correctness of the results from
the OpenCL code with a reference implementation on the host during development, we
deactivated this test during performance measurements.
All measurement data presented in this document are averages of 10 runs if not otherwise
mentioned. Error bars show the standard deviation.
6.1.1

Experimental Infrastructure

In order to conduct the case study, an entire test infrastructure had to built up. This
consists of mostly technical points, but is still interesting. For example we used OpenCL
preprocessor macros for the parameters vwidth, simbs and posbs. For the vector types, this
is particularly interesting: we use the macro FLOAT to define our floating point variables,
and set it to float, float2, ..., float16, depending on the vector width we want to use.
Likewise, setting simbs as a macro enables the OpenCL compiler to optimize away the loop
with simbs = 1.
The heart of our experimental infrastructure consists of a set of bash scripts. Collect
and store information about the environment such as OpenCL version, device information,
date and time etc, compile C and OpenCL code, run a series of tests, store the results in a
raw format, collect them, calculate averages and aggregate them in a central file, and finally
create one or several plots with the result. These scripts have a modular design and can be
reused for other case studies.
Another important part of the test infrastructure is offline compiling. With compilation
times of up to 15s for some compilers (compared to a kernel run time of 0.1 - 5 seconds),
caching the result of the compilation makes sense. In order to speed up our test runs, we
have built an OpenCL host program that just calls the OpenCL compiler to build a kernel
for a certain device and a certain combination of macro parameters, and stores the result in
a file. This wrapper for the compiler was included in the bash scripts, such that the actual
OpenCL host programs could use the precompiled binaries.
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Test Machines

keythong-16
Our GPU machine Quad-Core AMD Opteron Processor 2356 with 16
GByte RAM and runs a Linux for x86 64 in version 2.6.16 and Nvidia’s OpenCL driver
included in CUDA 3.1.1, which is OpenCL 1.0 compliant.
The machine has four Quadro FX 5600 PCI-express cards, but only one of them is
used. It has 16 Compute Units (alias Streaming Multiprocessors) with each 8 Processing
Elements (alias CUDA cores). The chip has neither cache for global memory nor SIMD units
nor native double precision support and runs at a frequency of 600 MHz. On the graphic
card, there are 1.5 GByte of global memory, and each Compute Unit has 16 KByte of local
memory.
ae02 Our Cell machine has the HPC version of Cell, a PowerXCell8i in a QS22 Blade
Server with 32 GByte of RAM, and runs Linux for PPC64 in version 2.6.25 and an unofficial
version 25 of IBM’s OpenCL 0.2 implementation which is OpenCL 1.0 compliant.
There are two Cell Processors in our machine, so we have 16 Compute Units with one
Processing Element each. Only 2472 MByte of the 32 GByte RAM is reserved for OpenCL
global memory. The PPEs of the Cell each have a 32 KByte instruction and a 32 KByte
data Level 1 cache and a 512 KByte Level 2 cache. The SPEs have 128-bit SIMD units,
native double-precision support and a local memory of 243 KByte. They run on a frequency
of 3.2GHz.
mn3 The PowerPC machine has a PPC970MP processor and 8GByte RAM. It runs
Linux for PPC64 in version 2.6.18, and the same unofficial unofficial version 26 of IBM’s
OpenCL 0.2 as ae02 (see Section 6.1.2).
The processor has two processors with two cores each, which is mapped to OpenCL as
four Compute Units with one Processing Element each. Each core has 1 MB of L2 cache,
runs at a frequency of 2.5GHz and has native double-precision support and SIMD units with
four 32-bit lanes. 704 MByte of the RAM are reserved for OpenCL global memory, and each
Processing Element has 512 KByte local memory.

6.2

Results

We will now present the results of our case study. It is the application of the method
explained in Section 5 to the sample application presented in Section 4 with the experimental
protocol defined in Section 6.1. We will pick up the four steps of the method, apply one
after each other to simplevarmc and provide experimental results and their explanations.
6.2.1

Tune one Work-Item

The first step of the tuning process is to tune a single work-item. For our example code
simplevarmc, this consists in finding optimal values for posbs, simbs and vwidth. We will
proceed in this order, as the first two parameters reduce the weight of the communication
considerably, so the influence of the vector width is higher afterwards.
posbs To find out a good value for posbs, we let one work-item do one simulation, i.e.
nsim = simbs = wgsize = vwidth = 1, and vary posbs. We admit that the execution time
is composed of a constant part for the memory copy, the calculations and the startup, and
of a latency part that depends on the number of memory accesses. This can be described
by the following formula:
25 build
26 build

number 201006161447
number 201006161447
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Figure 5: Relative performance of simplevarmc on GPU, PPC and Cell for varying posbs and comparison
to a latency/bandwidth model. The values have been normalized by their maximum to fit the three curves
into one graph. The systems are keythong-16, mn3 and ae02 as specified in Section 6.1.2. The model
predicts mpps = 2−20 · nsim · npos /(tconst + tlatency · nelements /posbs), where nsim · npos has been set to
217 , and (tconst , tlatency ) are found to be (0.200, 3.24 · 10−6 ), (0.00633, 7.74 · 10−8 ) and (0.00625, 7.63 · 10−7 )
for keythong-16, mn3 and ae02 respectively. The plot shows that all three systems behave as predicted by
the model.

t = tconst + tlatency · ntransf er

(3)

where
ntransf er = nelements /posbs
tconst = tbw + tcalc + tstartup
On all platforms, we expect an increasing performance with increasing posbs, approaching a limit where the latency is negligible. Depending on the latency characteristics of the
platform, this happens for smaller or bigger values of posbs. As Figure 5 shows, the latency
is much higher on Cell than for GPU or PPC, but the general tendency is the same on the
three platforms and the improvements are considerable.
On all platforms, we can see that the performance predicted by the model matches the
performance actually observed.
Even if bigger posbs always lead to better performance, the best choice is not necessarily
to choose the greatest value, as local memory is a precious resource. The figure shows that
on GPU, not even all values for posbs are possible: for posbs = 211 and posbs = 212 , the
buffer does not fit and the kernel cannot be launched. While we could pick the biggest
possible value on a every platform, we would waste memory that may be used much better,
such as temporary data increasing with bigger values of simbs. Especially in Section 6.2.4
we will see how important it is to have “small” work-items on a GPU. Instead we pick a
value for posbs that leads to a performance close to the optimum of the platform, say 97%.
Applying this reasoning to our experiments, we decide that while 26 is a good value for
37 / 60

6.2

Results

September 28, 2010

GPU and 27 for PPC, posbs should be as high as 211 for Cell. For the rest of this process,
we will choose these values if not otherwise mentioned.
simbs The second parameter to find a good value for is simbs. While we had nsim set
to 1 before, we need to increase it to simbs to provide enough work. We have posbs set
to the optimal value as found before, nsim = simbs and vwidth = wgsize = 1. We admit
that only the calculation is done simbs times, whereas all other operations are shared. This
leads to the following formula:
t = simbs · tcalc + tbw + tstartup + tlatency · ntransf er

(4)

On all platforms, we observe the same behavior as predicted by the model for vwidth = 1
and shown in Figure 8. However, with vwidth > 1, this is not the case, which will be detailed
below.
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Figure 6: Performance of simplevarmc on GPU ((a)), PPC ((b)) and Cell ((c)). for varying vwidth and
comparison to a model. The systems are keythong-16, mn3 and ae02 as specified in Section 6.1.2. The
model predicts mpps = 2−20 · nsim · npos /(t1 · vwidth · (rseq + (1 − rseq )/min(vwidthmax , vwidth))), where
npos = 217 , nsim = vwidth and rseq , t1 and vwidthmax as specified in (a), (b) and (c). It is difficult to
model vectorization quantitatively, and even to explain it qualitatively.

vwidth The third parameter is the width of the vector types. We set nsim to vwidth, and
leave the other parameters as before. We admit, that a fixed part of the calculations cannot
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be vectorized, i.e. that a ratio of the code rseq is still executed sequentially. We furthermore
admit, that vectorization means executing perfectly in parallel as many elements as the
hardware SIMD units are capable of (vwidthmax ). So we obtain a model that can be
expressed as follows:
t = t1 · vwidth · (rseq + (1 − rseq )/min(vwidthmax , vwidth))

(5)

As the hot spot of the application, evaluating the portfolio, is entirely parallelized, we
expect a low rseq and hence a high speedup through vectorization. This is indeed the
case on all platforms, however, there are considerable differences between the performance
predictions from the model above and the actual observations.
As shown on Figure 6, we have an almost perfect speedup for vwidth = 1, 2, 4 on
Cell, which corresponds to our expectations, and a very high, but not perfect speedup
for vwidth = 8, 16. This speedup cannot be explained with the SIMD units alone, considering that Cell’s SIMD units are 4 floats wide. Possible explanations are reduced control
or communication overhead or pipelining. On PPC, we have an almost perfect speedup for
vwidth = 1, ..., 8, and almost no further speedup for vwidth = 16, i.e. vwidthmax = 8. We
assume the same explanations as for Cell.
Interestingly, we observe a speedup on GPU as well, even though this platform does not
have SIMD units, at least not at first sight. As explained in Section 3.1.3, each CUDA-core
has only a single Floating-Point unit, and consequently, Nvidia suggests not to use vector
types 27 . Still, as Figure 6 shows, our GPU model behaves like a 4 float wide SIMD unit.
This is a quite surprising result. As the specification of the hardware is not detailed enough
to explain this phenomenon, we can only speculate: Perhaps the compiler can split the
vector calculations of one thread and distribute them over several cores.

4
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mpps
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simbs = 64

1
0.75
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2

4

8

16

vwidth
Figure 7: Performance of simplevarmc on GPU for different simbs (keythong-16 as specified in Section
6.1.2). The performance partially corresponds to the predictions of Equation 6, while other phenomena
remain unexplained. The figure shows the difficulties in predicting vectorization, even on a single platform.

Combined vwidth and simbs
As mentioned earlier, it is interesting to study the
combined impact of vwidth and simbs. Both influence the number of simulations calculated
by one work-item, which in turn influences the usage of local memory and the number of
accesses to it. Again, in order to provide enough work, we set nsim = simbs · vwidth.
27 Both

through CL DEVICE PREFERRED VECTOR WIDTH * and explicitly in their Best Practices [3].
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If we admit the same hypotheses as for the two previous steps, we can combine Equations
4 and 5 to obtain the following formula:
t = tcalc · vwidth · simbs · speedup + tconst

(6)

where
speedup = rseq + (1 − rseq )/min(vwidthmax , vwidth)
tconst = tlatency · ntransf er + tbw + tstartup
However, as shown in Figures 7 and 8, the model does by far not explain all observed
measurements.
On PPC, performance fits quite well, if we admit vwidthmax = 8, as illustrated in
Figure 8(a). The predictions by the model are close to the actual performances, and the
qualitative tendencies match, which is particularly interesting for tuning: Wider vector types
and greater values for simbs lead to better performance without exceptions.
On Cell, part of the performances can be explained by the model. These parts fit closely
to the predictions. There are however two phenomena which contradict the model and which
are shown on Figure 8(b). First, for simbs = 1, the performance is better than expected.
This may be due to an automatic optimization by the compiler, such as vectorization, which
it is only capable of for simple cases. Second, performance is better than predicted for
simbs · vwidth > 211 . The explanation of this phenomenon needs further investigation. In
contrast to that, it is easy to explain why there are no measurements for simbs·vwidth > 212 :
we need local memory in O(simbs · vwidth) for sum, and local memory is limited.
On GPU, different fixed values for simbs, different vector widths are optimal. While
higher vector widths are better for simbs = 1, performance is best with vwidth = 4 for
simbs > 1, as illustrated in Figure 7. This cannot be explained with either parallelization of
a fixed part of the code, or with shared memory access, as greater values for both simbs and
vwidth should always lead to better performances. As of writing, we do not know of any
convincing explanation. Note again the missing measurement in cases where local memory
is exceeded.
To sum things up, we have illustrated the first part of our tuning method proposed in
Section 5, by explaining the impact of posbs, simbs and vwidth in our sample application,
and by showing how to find good values for these parameters. However, we cannot predict
performances accurately for all combinations of simbs and vwidth, as there remaine some
unexplained phenomena. Most of them are specific to a certain platform, which makes
portable performance difficult.
6.2.2

Scale Work-Items over Work-Group

In the previous section (Section 6.2.2), we have shown how to tune a work-item to a given
platform, by choosing the buffer size for memory access (posbs), the amount of work done
by one work-item (simbs) and the width of the vector types (vwidth). Now we analyze how
such a work-item scales over the Processing Elements of a Compute Unit.
As defined by OpenCL’s platform model described in Section 3.2, a Compute Unit consists of a fixed number of Processing Elements. If we clone a work-item multiple times, each
Processing Element should execute one of them in the same time as a single PE had executed
a single work-item, as long as there are more work-items than Processing Elements. This
model assumes that the embarrassingly parallel simplevarmc has no hidden dependencies.
It can be expressed by the following formula:
t = t1 (posbs, simbs, vwidth) · wgsize/min(wgsize, nP E )

(7)
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Figure 8: Performance of simplevarmc on Cell ((a)), PPC ((b)) and GPU ((c)) for different vwidth and
varying simbs. The systems are keythong-16, mn3 and ae02 as specified in Section 6.1.2. For a fixed vwidth,
the model predicts mpps = 2−20 · nsim · npos /(simbs · tcalc + tbw + tstartup + tlatency · ntransf er ), where
npos = 217 , nsim = vwidth · simbs and simbs · tcalc + tbw + tstartup and tlatency chosen to be closest to
the actual performance. The figure shows that while parts of the performances behave as predicted by the
model, other parts are totally unexplained.
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Figure 9: Performance of simplevarmc on Cell ((a)), PPC ((b)) and GPU ((c)) for different combinations of simbs and vwidth and varying work-group sizes (wgsize). The systems are keythong-16, mn3 and
ae02 as specified in Section 6.1.2. For a fixed (simbs, vwidth), the model predicts mpps = 2−20 · nsim ·
npos /(t1 (simbs, vwidth) · wgsize/min(wgsize, nP E ), where npos = 217 , nsim = vwidth · simbs · wgsize and
t1 (simbs, vwidth) chosen such that the model is an upper bound of the actual performance. The figure
shows that performance scales linearly with the number of Processing Elements.
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nP E is a characteristic of the platform related to OpenCL’s platform model. However,
OpenCL does not provide a function to query the number of Processing Elements of the
Compute Units of a device 28 . Knowing the number of Cores of a Streaming Multiprocessor
of an Nvidia GPU would not be useful anyway, as this number would not take SMT into
account (see Section 3.1.3). We will there use nP E rather as a number of logical PEs than
as physical ones.
Figures 9(a) and 9(b) suggest that both PPC and Cell have nP E = 1. Hence, the
throughput of a work-group is almost constant and does not depend much on wgsize. There
seems to be a small constant overhead per work-group though, as performances slightly
increase with bigger work-groups. On big work-items, e.g. for (simbs, vwidth) = (16, 16)
and in big work-groups, there is a small performance penalty as well. To find out if this is due
to the private memory for sum, which is in O(simbs · vwidth · wgsize), further experiments
are necessary.
Figure 9(c) shows that performances scale almost linearly up to the maximum number
of work-items per work-group in GPU (256). This demonstrates well the SMT-capabilities
of this device. As on PPC and Cell, we can observe performance penalties for very small
and very big work-groups, and we suspect similar reasons as before. As Figure 10 shows,
throughput is very good for wgsize = 16, but as we will show later, this value does not lead
to an optimal overall throughput.
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Figure 10: Performance per work-item of simplevarmc on GPU (keythong-16 as specified in Section 6.1.2)
for different work-group sizes. Figure 9(c) shows the same data, but as performance for the whole work-group
instead of per work-item. The figure shows that neither very big nor very small work-groups are optimal,
and that the optimal value depend on the configuration of the work-items.

The major insight of this step is the fact that on all platforms work-items scale well over
the Processing Elements of a single Compute Units of a device. The next section will study
scaling work-groups over all Compute Units.
6.2.3

Scale Work-Groups over NDRange

The third step in the tuning process is similar to the previous one: as we scaled tuned
work-items over the Processing Elements of a Compute Unit before, we now scale tuned
work-groups over the Compute Units of a device. This is done by increasing the size of the
NDRange, which only consisted of one work-group until now, i.e. by increasing nsim. As
one work-group was optimally adapted to a Compute Unit, we hope to optimally use the
whole device with this approach.
As before, we assume a perfectly embarrassingly parallel application and therefore linear
speedup up to the number of Processing Elements. Expressed as a formula, this model looks
28 For

example there’s no corresponding flag for clGetDeviceInfo.
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(c) GPU (nCU = 16)
Figure 11: Performance of simplevarmc on Cell ((a)), PPC ((b)) and GPU ((c)) for different combinations
of simbs, vwidth and wgsize and varying numbers of work-groups (ngroup ). The systems are keythong16, mn3 and ae02 as specified in Section 6.1.2. For a fixed (simbs, vwidth, wgsize), the model predicts
mpps = 2−20 ·nsim ·npos /(t1 (simbs, vwidth, wgsize)·ngroup /min(ngroup , nCU ), where npos = 217 , ngroup =
nsim /vwidth/simbs/wgsize and t1 (simbs, vwidth, wgsize) the performance of simplevarmc for ngroup = 1.
The figure shows that performance scales linearly with the number of Compute Units, and continues to scale
beyond ngroup = nCU for some cases on GPU.
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like this:
t = t1 (posbs, simbs, vwidth, wgsize) · ngroup /min(ngroup , nCU )

(8)

where
ngroup = nsim /simbs/vwidth/wgsize

(9)

Indeed, simplevarmc has linear scaling behavior, which means that the model is quite
accurate. On PPC and Cell, predictions for configurations with “big” work-groups (workgroups with either simbs ≥ 16 or wgsize ≥ 16) match well with the actual performances:
close to linear scaling until ngroup = nCU and constant throughput for ngroup > nCU .
“Small” work-groups tend first to underperform, then to outperform the model with increasing ngroup . This is because for small ngroup , the overhead of thread startup weights
more, and becomes more and more negligible for bigger ngroup .
On GPU, the performances are perfectly predicted by the model for ngroup ≤ nCU .
However, the linear scaling continues up to until ngroup = 2 · nCU (e.g. ) or even ngroup =
4 · nCU (e.g. ), whereas the model would predict constant performance for ngroup > nCU .
On which ngroup the scaling stops depends on the values of the tuning parameters. This
means that we cannot use clGetDeviceInfo to determine nCU . The explanation for this
phenomenon are the SMT-capabilities of our GPU. It is capable of executing threads of up
to 4 work-groups concurrently, and the actual number of groups depend on many details.
All in all, on both PPC and Cell, it is easy to find parameters that perform well. Linear
scaling is easy to achieve. The tuning process for these two architectures therefore usually
stops here. However, matters are more complicated on GPU due to SMT effects. It is
necessary to study this phenomenon more in depth, which will be done in Section 6.2.4.
6.2.4

Review Tuning of Work-Items

10k

mpps

8k
6k
4k
2k
16 32 48 64

128

192

256

wgsize
ngroup :

1
16

2
32

4
64

8

Figure 12: Performance of the configuration (posbs, simbs, vwidth) = (64, 1, 4) of simplevarmc on GPU for
different number of groups and varying work-group sizes (keythong-16 as specified in Section 6.1.2). This
figure shows that the work-group size influences the number of groups that can be executed concurrently on
the same Compute Unit.
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Figure 13: Performance of the configuration (posbs, simbs, vwidth) = (64, 1, 2) of simplevarmc on GPU for
different number of groups and varying work-group sizes (keythong-16 as specified in Section 6.1.2). This
figure shows that the number of groups that can be executed concurrently on the same Compute Unit not
only depends on the wgsize (as shown in Figure 12), but also on private and local memory usage varying
with vwidth.

mpps

4k

2k

16 32 48 64

128

192

256

wgsize
ngroup :

1
16

2
32

4
64

8

Figure 14: Performance of the configuration (posbs, simbs, vwidth) = (32, 1, 2) of simplevarmc on GPU for
different number of groups and varying work-group sizes (keythong-16 as specified in Section 6.1.2). This
figure shows that executing less work-groups concurrently on the same Compute Unit does not necessarily
induce a performance drop (as shown in Figure 12 and 13).
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In the previous section, we showed that the number of simultaneous executed workgroups on one Compute Unit of our GPU depends on a number of factors. These factors
include private and local memory usage, as well as the number of work-items per workgroup. In this section we will show how to find parameters that yield good performance for
simplevarmc.
We will study this particular problem by a series of tests: for a few combinations of
(posbs, simbs, vwidth), we will “increase” the work-groups by increasing their number of
work-items and observe when the work-groups become “too big”.
Figure 12 shows the configuration (posbs, simbs, vwidth) = (64, 1, 4). As expected and
) and above reach peak performance, and the
seen before, only ngroup = 16 = nCU (
peak is only reached with a big number of work-groups. For ngroup = 16 = nCU we have
exactly one work-group per Compute Unit, and we need 256 work-groups to get close to
the peak. For ngroup = 32 = 2 · nCU we observe two work-groups per Compute Unit for
wgsize ≤ 128 (hence twice the performance than ngroup = 16), but then a sudden drop
to the level of ngroup = 16. This means that for wgsize > 128, the GPU cannot schedule
two groups anymore. For ngroup = 64 = 4 · nCU , we have even four times the performance
of ngroup = 16 for small wgsize and two drops: one after wgsize = 64 and one after
wgsize = 128.
One could draw the conclusion that the number of concurrent work-items per Compute
)
Unit is limited to 256, no matter in how many groups they are. With ngroup = 64 (
and wgsize = 64 there would be ngroup · wgsize/nCU = 256 work-items per Compute Unit,
whereas with wgsize > 64 there would be more, which would explain the drop.
However, Figure 13 falsifies this theory. It shows the configuration (posbs, simbs, vwidth) =
(64, 1, 2), i.e. half the vector width of Figure 12. The overall result is very similar, but here,
the drop to the performance of ngroup = 16 is only at wgsize = 192 instead of wgsize = 128.
At this point, ngroup · wgsize/nCU = 384 work-items run in parallel on one Compute Unit.
Note that of course, peak performance with this configuration with vwidth = 2 is considerably lower than peak performance with vwidth = 4. The difference between the two
configurations is two-fold: first, vwidth influences the amount of private memory used for
variables such as sum, and second, it influences the amount of register space for the calculations. While the former could be estimated easily, the latter is difficult to predict, as it
depends on the compiler and may change from one version to another.
Figure 14 shows, that we do not necessarily observe the drops that we had observed
before. It shows the same type of experiment than the two previous figures (12 and 13), but
with the configuration (posbs, simbs, vwidth) = (32, 1, 2), i.e. half the local buffer for access
to position as before. The Compute Units supposedly switch from 4 work-groups to 2 to 1
as well, but the number of simultaneously executing threads does not seem to be the limiting
factor, so executing half the number of groups does not decrease performances. Note that
the performances of this configuration are surprisingly low. With 5185 mpps, they peak at
48.0% of the performances shown in Figure 12 with 10802 mpps. Further investigation is
necessary to explain this difference.
In this section we have shown, that for our GPU, it may be necessary to review the
tuning parameters posbs, simbs and vwidth in order to assure that the Compute Units are
optimally occupied. This is needed for a speedup higher than nCU . Occupation depends on
how many work-groups can be executed simultaneously, which in turn depends on the “size”
of a work-group. The process of finding a good size consists in finding a balance between
using more memory for faster calculations and using less memory for more parallelism. It
is based on experimentation and intuition due to the complexity of the hardware.

6.3

Summary

This section will summarize the results of our case study presented in Section 6.2, first in
general, then in detail independently for each of the three platforms (Sections 6.3.2, 6.3.3
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and 6.3.4). Finally, we will formulate a few high level insights for performance portability,
that we acquired during the case study and that we find useful well beyond our application.
6.3.1

Summary of the Tuning Method

In the previous section, we have shown an example of how the tuning method proposed
in Section 5 can be applied. We have illustrated its hierarchical approach, by tuning
simplevarmc. On PPC, the tuned version achieves a CPI 29 of 0.79, close to the value 0.75
for “very good” according to official tuning guidelines [58]. On GPU, we achieve 383 · 106
instructions per second 30 , which is ranks top 2 and 3% below top 1 among all examples
shipped with Nvidia’s Toolkit [24]. This means that a single tuning process can achieve high
efficiency for all three studied architectures 31 . Even if these architectures are quite different,
our approach represents a portable tuning method, which allows easy manual portability of
performances.
Although our method is common to PPC, Cell and GPU, the findings are not necessarily
the same of these three platforms. In order to apply our tuning method, an understanding
of each of the three architectures is necessary. We found that our hierarchical approach
structures the parameter space, which helps to understand the impact of each parameter on
each machine. We will now present the particularities encountered by applying our method
to our three platforms.
6.3.2

Summary for PPC

On PPC, we have found it quite easy to achieve good performance. Blocked memory access,
vectorization and a basic degree of parallelism are sufficient to get close to the possible peak.
For example, there is no big difference between grouping simulations manually (with simbs)
or with proper OpenCL means (with wgsize). After all, both are more or less just for loops.
The reason for this ease of use is that PPC, as a CPU, is a general purpose processing unit.
It was designed for a very wide range of applications. As presented in Section 3.1.1, CPUs
are equipped with a bundle of sophisticated hardware features such as branch prediction,
prefetching, register renaming etc, which prevent inefficient use of the actual calculation
components. The very mature compilers contribute to this effect.
One interesting insight on PPC is, as shown in Figure 4, that a single buffer scheme can
be competitive with a load/store scheme, even though it implies an unnecessary memory
copy 32 . This is probably different on applications that are more memory bound than
simplevarmc.
6.3.3

Summary for Cell

On Cell, the task of finding good tuning parameters is similarly easy as on PPC. As expected
and shown in Figure 5, blocked memory access is very important, more important than on
PPC and GPU. Of course, it is important to use wide vector types and to have enough workgroups to keep the SPUs busy. For embarrassingly parallel applications like simplevarmc,
this is not much more difficult than on PPC, and a static splitting into as much work-groups
as there are Compute Units works well. As the Compute Units are independent and “big”
enough for our application, a broad range of parameters delivers good performances. This
stands in contrast to the GPU.
29 Cycles

per instruction, measured with oprofile
with openclprof shipped with Nvidia’s Toolkit [24]
31 To our knowledge, there is no method to measure efficiency of OpenCL code on Cell.
32 As presented in Section 3.2, on PPC, both local and global memory reside in the same physical memory.

30 Measured
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Summary for GPU

In our opinion, GPU is the most interesting platform of the three in the sense that it has quite
a few challenging particularities, while it delivers a very attractive performance/price ratio.
Due to these particularities, it is both important and difficult to achieve peak performance.
The number of points where GPU differs from classical platforms is high. First of all,
a data parallel approach is indispensable. It is out of the question to favour OpenCL tasks
over the data-parallel NDRange, as they provide performance orders of magnitude lower.
This NDRange has to be composed of many work-groups with many work-items, in order
to keep all Processing Elements of all Compute Units busy. It is furthermore crucial to have
work-items execute exactly the same code, instruction by instruction, as their execution has
to be serialized otherwise.
As another example, finding the good size of the work-groups is important. For example,
) drops by 28.8% from wgsize = 128 to
the performance in Figure 12 for ngroup = 32 (
wgsize = 144, which is quite considerable for such a small change of the parameter. GPU
has by far the most limited amount of private and local memory among the three platforms,
so using it intelligently can be very beneficial.
On the other hand, these particularities are hard to explain and even harder to formalize.
It is still unclear why using vector types provides the speedup presented in Figure 6(a) and
7. Additionally, the impact of vector types depends on other factors, in our case simbs,
and the way these factors interfere are unclear as well. As this interference depends on
components such as the OpenCL compiler, that have to be treated as black boxes, we
cannot provide an accurate prediction of performances today. The same problems exists for
concurrent execution of work-groups on the same Compute Unit as presented in Section 6.2.4.
Predicting the SMT factor of a given kernel on a given device requires in depth knowledge
about both hardware and compilation process, and we have not found a satisfying and
complete explanation yet.
This challenging nature has an easy explanation: the historical application domain of
GPUs is graphics, as introduced in Section 3.1.3. Not only the hardware is specialized for
this kind of (data-parallel) problems, hence renouncing to general purpose features a CPU
would provide, but also it is only programmed by specialists, who have the knowledge to
adapt their algorithms and implementations to this hardware. However, the trend is clearly
becoming more and more general purpose. The current GPUs 33 are much more flexible
than our GPU, which in turn is much more flexible than the previous generation.
6.3.5

Insights for Performance Portability

Conducting a case study as the one presented in this document reveals a few insights about
performance portability in general. We propose the following high level guidelines for implementing performance portable algorithms in OpenCL. Note that they are restricted to the
of algorithms we have analyzed here: embarrassingly parallel, compute bound algorithms
such as Monte Carlo simulations.
Code for GPU, then port to CPU/Cell As explained above, good performances are
difficult to achieve on GPU, while they are rather easy to achieve on the other two.
The fundamental idea is therefore to primarily target the GPU platform, and then port
the result to more general platforms such as PPC and Cell. This direction of porting
is much easier than the other one, even though in most real scenarios, the contrary
has to be done because a regular CPU code exists. Coding primarily for GPU implies
many of the following suggestions.
Use NDRange, not Tasks Embarrassingly parallel applications can easily be mapped to
NDRanges. As they expose a much higher degree of hierarchical parallelism than
33

such as those based on Nvidia’s Fermi architecture
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standard tasks do, their usage is preferred and results in a much higher performance
on hierarchical architectures such as GPUs. On rather classical architectures, they can
still be mapped efficiently, so NDRanges are always a safe choice.
Use vector types This suggestion continues the reflection of the previous one: vector
types are indispensable for architectures with vector units, and they cannot do harm
on architectures without such components. On the contrary, even on our GPU without
vector units 34 , considerable speedups can be achieved with vector types. Even if the
exact behavior of different vector widths is not predictable on all platforms, they are
a very important means for best performance.
Use SOA rather than AOS In order to make vector calculations efficient, the data layout
has to be adapted, in order to avoid packing/unpacking. Hence, a Structure of Arrays
(SOA) layout is preferable to a Array of Structures (AOS) layout. As long as one
entry or one struct is not too big, a SOA approach cannot harm when no vectors are
used, but it can make a big difference in the other case.
Use a single buffer scheme For our application, the single buffer scheme proved to have
superior performances compared to a load/store or a double buffer scheme on all
studied platforms. In general, it seems sensible to apply this scheme. On platforms
with actually asynchronous memory access (like our Cell), this approach has the best
performance, as it allows us to overlap the communication of one work-group with
the calculations of another one. On other architectures, at least the access to global
memory is shared among the work-items of a work-group. It does not matter whether
local memory is physically separated from global memory or whether it is faster because
of locality and cache. At least under our assumption of compute bound applications,
a single buffer scheme can only be beneficial.

34 Technically, Nvidia’s SIMT cores are a kind of vector unit, but each of these cores only does scalar
computations.
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7

Discussion and Outlook

In this work, we have studied performance portability on HPC platforms. We have analyzed
a sample application written in OpenCL and seen, that OpenCL is indeed a partial solution
to the portability issues of today’s heterogeneity in the landscape of specialized, parallel
accelerators. It provides a single programming interface common to all current HPC architectures, and hence the possibility to run exactly the same code on all of them. This alone
is a great advantage compared to multiple native implementations. Some programmers may
even prefer OpenCL to the native Cell SDK as suggested by Breitbart et al. [19]. However,
we have shown, that OpenCL does not solve all problems at once. We have shown that
the target systems have still to be known and understood in detail, as these details can
have a big impact on performance. Additionally, OpenCL introduces the implementationdependent double-mapping problem of mapping the problem to an index space and the index
space to the hardware. For optimal performance, quite some tuning is hence still necessary.
Our contribution consists of the following: we have implemented a sample application,
that we tuned to three different HPC platforms as a case study. We proposed a method
to write and to tune algorithms in OpenCL, which we applied to our application on our
platforms, and presented and explained the results in detail. We have shown that at least
half-manual performance portability is possible. Algorithms need to be written respecting
certain guidelines such as data-parallelism and with a range of possible target platforms in
mind. A common tuning method can then be applied to the same parameterized source
code in order to adapt the code to a particular architecture. This approach offers a certain
level of performance portability.
This raises the question of to which degree fully automatic performance portability is
actually possible. In our work, we have abstracted from some parts of the target platforms
and we have found partial models that accurately predict performances on all of them.
However, this was not possible in all cases, and quite some knowledge about the architectures
is hard-coded in our implementation. On one hand, many architecture details are not
negligible, as they can have a huge impact on the resulting performance, on the other hand,
the main principle of portability is to abstract from these details.
Another interesting question is the future of OpenCL. While it offers the interesting
possibility to have the same source code for a variety of platforms, it is quite complex and
maybe too difficult for a direct usage of the masses. However, there are some very interesting
use cases for OpenCL. At least the two following are currently already exploited: OpenCL
can serve as a programming language for libraries such as ViennaCL [59], which may be
needed to be hand tunes, but which benefit from the single source code. Or OpenCL can
serve as a back-end for a more high-level programming model, such as the annotation-based
compiler HMPP [6]. This would combine the ease of use of an OpenMP-like solution and
the portability of OpenMP, but maybe with performances below hand-tuned code. Even if
transparent for the user, both solution still need to solve the performance portability issue,
and auto-tuning, the long-term objective of this work, would be interesting.
This leads us to possible directions for future development of this work. It is clearly
interesting to merge the partial models presented in Section 6.2 to one complete model.
This model would have to be verified and possibly extended by studying other algorithms
and platforms, for example Intel’s new many-core prototype Larrabee [61]. Once a model
has been established that is accurate for a wide range of both algorithms and platforms, it
can be used to find good parameters automatically. This auto-tuning is the long-term goal
of our work. On the application side, it would be interesting to use a more realistic financial
model for the Value-at-Risk estimation, and to port it to double-precision computations.
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A

Engineering Aspects

This thesis 35 has been realized as part of three academic degrees in Computer Science
in two countries: an equivalent of a Master of Science at Karlsruhe Institute of Technology (Germany), a Master’s Degree of Engineering at ENSIMAG (Grenoble, France) and a
Master of Science at Université Joseph-Fourier (Grenoble, France). This implies the challenging task of satisfying both the scientific program of the universities and the much more
industry-oriented program of the engineering school, which have sometimes quite opposite
constraints.
While the scientific part has been addressed by the main part of the thesis, Appendix A
quickly presents the most important engineering aspects of the project. It will first relate
the study with the team and the site at IBM where this work has been conducted at (Section
A.1). It will then present how the main goal for the team at IBM has been achieved: the
acquiring of knowledge in OpenCL, materialized in a 1-day course training (Section A.2).
Finally, it will give insight into how interns communicated their work to other employees of
the site: a 1-day poster program (Section A.3).

A.1

The Deep Computing Team at PSSC Montpellier

This thesis has been conducted in Montpellier at the Products & Solutions Support Center
(PSSC) of IBM France. The PSSC is IBM’s largest European support center for IBM
servers and part of IMB’s System & Technology Group. It provides pre- and postsales
services such as customer briefings, architecture design, benchmark, testing and training
facilities to demonstrate the characteristics of IBM systems, software and solutions.
In the Deep Computing Team at Montpellier PSSC, around 10 experts are dedicated to
the High Performance Computing of these services. Their activities include benchmarking
on all IBM architectures for HPC (POWER, x86 from both Intel and AMD and BlueGene),
administration, deployment and tuning of Linux and AIX operating systems, HPC fine
tuning with advanced application analysis and optimization and porting and tuning of ISV
36
code. Furthermore, the team provides post sales services such as customer site application
and system support. Customers for services related to High Performance Computing touch a
multitude of applications including simulations for the petroleum industry, weather forecasts,
energy management, financial applications, and computational fluid dynamics (CFD).
IBM in general and the Deep Computing team in Montpellier in particular deal with
the latest, cutting edge technologies such as BlueGene, iDataPlex and (future) petascale
applications. In particular on the (GP)GPU front, IBM recently announced 37 the first
GPU enabled server: iDataPlex equipped with Nvidia Tesla GPUs. This kind of solution
will be very competitive on selected markets like financial sectors and seismic simulations.
OpenCL has been identified by IBM as a strategical tool to use these accelerators. This thesis
is part of the effort of the team in Montpellier to follow and advance this global strategy
and to acquire knowledge on both GPU and OpenCL. The OpenCL course presented in
the following section was therefore an essential output of this cooperation. The aspects of
performance and tuning are further points of interest.

A.2

OpenCL Course

For the Deep Computing Team at IBM in Montpellier, one of the major interests for my
internship was the acquisition of knowledge and know-how in OpenCL. As I acquired this
knowledge naturally as a prerequisite for this thesis, it was only logically that I transmit
my knowledge. I had the opportunity to create the material for a one day training course
35 Interestingly, this cooperation is entitled internship and the resulting document report by ENSIMAG,
while the term thesis is used by the two universities.
36 Independent Software Vendor
37 See http://www.Nvidia.com/object/io-1274193529581.html
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IBM HPC Training – OpenCL – Overview

OpenCL Overview
Platform model

Programming model

Runtime environment

Programming language
__kernel void k( global int2 *a )
{
private int i =
get_global_id(0);
a[i] = exp( a[i] );
barrier( /*...*/ );
// ...
}

11

© 2010 IBM Corporation

Figure 15: Overview slide of the OpenCL training course
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in OpenCL and to give this training to my team. Furthermore, this course material may
be used by other IBM sites, for internal or external use, and I used a short version for an
education session for two guest HPC architects at the PSSC in Montpellier.
The training lasted an entire day (2.5 hours in the morning, 3.5 hours in the afternoon),
and was clearly addressed to specialists, our HPC team. It consisted of a large presentation
part, four exercises and some open discussions. Figure 15 shows a sample slide of the
course. Each of the four exercises covered one of the four major parts of OpenCL. Two
of the exercises were rather theoretic and carried out with paper and pen, the other two
where programming assignments. In order to make sure that the participants do not loose
time for technical problems, we had prepared a portable virtual machine with an OpenCL
programming environment, OpenCL documentation and specification, the course material
and the assignments ready to work. The assignment consisted in completing an code example
where interesting parts of the code had been removed. Together with the presentation itself,
this virtual machine image is part of the asset that will be made available internally for
future reuse.
Preparing and giving this course was a welcome diversion to my research work. I appreciated the opportunity to acquire and improve important skills: I learned to boil down a big
amount of knowledge to the most essential, and to make it understandable to a beginner
of the field. Not only was this my first real teaching experience, but also was my audience
composed of experts, who are much more skilled in HPC in general than I am. All in all, I
am thankful for this opportunity and consider the two weeks of full-time preparation a very
useful investment.

A.3

Poster Program

As this work was conducted as an internship at IBM Montpellier, I participated at what
was probably the most important event of the internship program for most interns: a 1-day
communication session of the work of the interns called Poster Program. Every intern had
the challenging task to summarize his or her work in a poster and present it to interested
co-workers and managers. Especially because of the latter, it was utterly important to make
a good impression, as this event was considered as an unofficial job interview, at least for
those interns who wanted to stay.
As most of the audience was unfamiliar with the topic, the poster concentrated on very
high level aspects of the work. Along with the A0 photo quality print, it was important to
demonstrate the ability to explain in a few minutes the main contribution of the internship,
the importance of this contribution for IBM in general and the center in Montpellier in
particular, and the confidence in that project. My poster is shown in Figure 16. Note that
the poster program was held well before the end of my time at IBM, when we had not yet
discovered the complexity of entirely automated tuning.
This event was very instructive to me, even if I could not continue my research for the
two weeks of its preparation. Besides the skills in graphics, abstraction and communication,
I especially improved my ability to “sell” myself. I also learned a lot about the team, the
center and the company during the preparation. The poster program enabled me to present
my work to many co-workers, with whom I had interesting discussions and whom I got to
know at the same time. I think that the poster program is a good preparation for the life
in a company.
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Figure 16: My poster for the Poster Program at IBM Montpellier.
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[44] D. M. Kunzman and L. V. Kalé. Towards a framework for abstracting accelerators
in parallel applications: experience with cell. In Proceedings of the Conference on
High Performance Computing Networking, Storage and Analysis, pages 1–12, Portland,
Oregon, 2009. ACM.
[45] C. L. Lawson, R. J. Hanson, D. R. Kincaid, and F. T. Krogh. Basic linear algebra
subprograms for fortran usage. ACM Trans. Math. Softw., 5(3):308–323, 1979.
[46] V. W. Lee, C. Kim, J. Chhugani, M. Deisher, D. Kim, A. D. Nguyen, N. Satish,
M. Smelyanskiy, S. Chennupaty, P. Hammarlund, R. Singhal, and P. Dubey. Debunking the 100X GPU vs. CPU myth: an evaluation of throughput computing on CPU
and GPU. In Proceedings of the 37th annual international symposium on Computer
architecture, pages 451–460, Saint-Malo, France, 2010. ACM.
[47] M. Majmudar, C. Docan, M. Parashar, and C. Marty. Cost vs. performance of VaR
on accelerator platforms. In Proceedings of the 2nd Workshop on High Performance
Computational Finance, page 1–8, 2009.
[48] M. Matsumoto and T. Nishimura. Mersenne twister: A 623-dimensionally equidistributed uniform pseudorandom number generator. ACM Trans. on Modeling and
Computer Simulation, 8(1):3–30, 1998.
[49] M. Matsumoto and T. Nishimura. Dynamic creation of pseudorandom number generators. Monte Carlo and Quasi-Monte Carlo Methods, pages 56–69, 2000.

59 / 60

REFERENCES

September 28, 2010

[50] J. Meng and K. Skadron. Performance modeling and automatic ghost zone optimization
for iterative stencil loops on GPUs. In Proceedings of the 23rd international conference
on Supercomputing, pages 256–265, Yorktown Heights, NY, USA, 2009. ACM.
[51] H. Meuer, E. Strohmaier, J. Dongarra, and H. Simon. Top 500 supercomputer sites.
http://www.top500.org/lists/2010/06.
[52] G. E Moore et al. Cramming more components onto integrated circuits. Proceedings of
the IEEE, 86(1):82–85, 1998.
[53] A. Munshi. The OpenCL Specification version 1.0. Khronos OpenCL Working Group,
2009. http://www.khronos.org/registry/cl/specs/opencl-1.0.48.pdf.
[54] A. Munshi. The OpenCL Specification version 1.1. Khronos OpenCL Working Group,
2010. http://www.khronos.org/registry/cl/specs/opencl-1.1.pdf.
[55] J. Owens, D. Luebke, N. Govindaraju, M. Harris, J. Krüger, A. Lefohn, and T. Purcell.
A survey of General-Purpose computation on graphics hardware. Eurographics 2005,
State of the Art Reports, pages 21–51, 2005.
[56] V. Podlozhnyuk. Parallel mersenne twister. 2007.
[57] M. Puschel, J.M.F. Moura, J.R. Johnson, D. Padua, M.M. Veloso, B.W. Singer, Jianxin
Xiong, F. Franchetti, A. Gacic, Y. Voronenko, K. Chen, R.W. Johnson, and N. Rizzolo.
SPIRAL: code generation for DSP transforms. Proceedings of the IEEE, 93(2):232–275,
2005.
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