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Abstract

Scan-converting lines for raster-based displays is a ba-
sic building block of many computer graphics tasks. While
many fast line drawing algorithms are known, most pro-
duce thin and ‘jagged’ lines due to aliasing. Wu’s algorithm
includes a crude approximation of antialiasing, which still
includes noticeable step edges. Even hardware multisam-
pling cannot entirely eliminate aliasing. Instead, the proper
solution is to remove high-frequency components by pre-
filtering the lines. We improve upon previous ad-hoc filters
by deriving the optimal (in the sense of minimizing aliasing)
cubic polynomial filter. When combined with our new, opti-
mized variant of the Gupta-Sproull line drawing algorithm,
this outperforms Wu’s fast approximation while delivering
much higher-quality results.

1. Introduction and Related Work
Scan-converting line segments for raster-based displays

or images is a basic building block of many computer graph-
ics tasks. One application involves plotting the contours
of image segments to aid human recognition of man-made
objects. Current CPUs can easily annotate high-definition
video frames, but the timely processing of gigapixel-scale
imagery remains an interesting challenge. GPUs cannot yet
handle such large amounts of data due to texture dimension
and memory size1 restrictions. We therefore consider soft-
ware line drawing approaches from the literature.

1.1. Fast Line Drawing Algorithms

Bresenham’s Midpoint algorithm [6] is the foundation
of most subsequent line-drawing schemes. The Digi-
tal Differential Analyzer is similar, but avoids conditional
branches, which are expensive given the deep pipelines of

1 The 4 GB memory limit on current GPUs is due to DRAM density
and interface width. It can be doubled by means of the recent GDDR5 stan-
dard’s clamshell mode [14], but still falls far short of the 192 GB available
to commodity workstations.

modern CPUs. Several further attempts have been made
to speed up the underlying algorithm. Gardner [18] and
Boyer/Bourdin [5] take advantage of symmetry by simul-
taneously drawing from both ends of the line segment.
While halving the iteration count, this leads to more com-
plex memory access patterns, which may be problematic
for hardware prefetchers. Rokne [26] additionally considers
two pixels at a time, again halving the iteration count at the
expense of many mispredicted conditional branches. Bre-
senham’s run-length slice algorithm [7] avoids redundant
per-pixel decisions by computing the length of horizontal
pixel runs. However, special cases for every possible run-
length [1] would greatly increase the code size. These opti-
mizations appear to be intended for long lines, but a survey
of applications [11] has found that 87 % of line segments
are less than 17 pixels long. This suggests favoring simple
main loops over complex strategies for reducing the itera-
tion counts. With regard to output quality, all of the above
algorithms produce thin and ‘jagged’ lines due to aliasing.

1.2. Antialiasing

Antialiasing is desirable because it removes spurious in-
formation and enables subpixel accuracy localization by the
human visual system [15]. The cause of aliasing is shown
by the sampling theorem, which indicates a function may
be faithfully reconstructed from samples spaced 1

2·fN apart
if it has no energy in frequencies ≥ fN . Otherwise, the
higher frequencies are aliased to lower frequencies. There
are three ways to mitigate this [12]. Filtering the image
prior to reconstruction can reduce the effects of aliasing, at
the cost of losing detail and sharpness. However, we are
not willing to presuppose specific reconstruction filters [20]
for the monitor/printer/eye. Sampling at a higher resolution
is exemplified by hardware multisampling, but has practi-
cal limits and cannot entirely avoid aliasing. Instead, pre-
filtering the continuous objects prior to sampling is the most
promising route.

Wu’s antialiasing technique [32] involves shading pairs
of pixels straddling a line in proportion to their vertical dis-
tance from the line, which corresponds to a box filter (a
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crude approximation of the requisite low-pass filter that al-
lows some high frequencies to pass through [4]). However,
the algorithm has found widespread use due to its simplicity
and speed, and efficient implementations [28] using fixed-
point arithmetic are available.

Gupta and Sproull (GS) [19] propose low-pass filtering
with a conical point-spread function (PSF). Being radially
symmetric, its convolution with a line only depends on the
perpendicular distance to the line. The distance is incre-
mentally computed by a midpoint-based algorithm, and the
result of the convolution retrieved from a small lookup ta-
ble. This framework is useful because it allows antialiasing
with any radially symmetric PSF at little additional cost.
However, it is unclear why a conical PSF was chosen – per-
haps the numerical integration of a more complex function
was too expensive at the time. The use of ad-hoc PSFs is
also exemplified by more recent GPU-based prefiltering ap-
proaches [2, 9, 22] using conical, Gaussian and exponential
PSFs. We point out their weaknesses and derive an optimal
PSF (in the sense of minimizing aliasing) in section 4.1.

Chen [10] suggests a variant of the GS algorithm that
supports floating-point endpoint coordinates, which do not
arise in our application, and slightly accelerates the main
loop by computing perpendicular distances via trigonome-
try.

We describe further major optimizations that result in a
24.6-fold speedup in section 2. Our implementation there-
fore outperforms Wu’s fast approximation according to the
measurements in section 3. However, the new PSF yields
much higher-quality lines, as shown by section 5.

2. Optimized Gupta-Sproull Algorithm
We begin with Chen’s [10][p. 23] improved version of

GS (Alg. DrawLineChen), which assumes the line lies in
the first octant. This restriction can be lifted by transpos-
ing/mirroring. To avoid redundant pointer arithmetic, we
combine the x, y arguments of IntensityPixel (de-
fined in section 4) into a current-position pointer; incre-
menting y is accomplished by adding ‘pitch’ (the size of
a scanline). Expensive bounds checks for every pixel are
avoided by special-casing horizontal and vertical lines and
otherwise disallowing points lying on the image border.

Our main improvement is to avoid mispredicted condi-
tional branches by using a bitmask derived from the sign
of the discriminator d to select between the summands for
D and d. In fact, the common subexpressions allow un-
conditionally adding the first term 2 · ∆y to d (∈ Z) and
then subtracting (2 · ∆x) & mask. Doing the same for D
is safe because the IEEE-754 representation of 0.0 is all ze-
ros. Negating the discriminator d allows obtaining the mask
via signed right shift, which replicates the sign bit. We use
SSE’s fast but approximate reciprocal square root instruc-
tion to compute 1/

√
∆x2 + ∆y2. For details, please refer

Procedure DrawLineChen(x0, y0, x1, y1)

x := x0; y := y0; ∆x := x1 − x0; ∆y := y1 − y0;
d := 2 ·∆y −∆x ; // discriminator
D := 0 ; // signed perp. distance

(sinα, cosα) := (∆y,∆x)/
√

∆x2 + ∆y2;
while x ≤ x1 do

IntensifyPixel(x, y − 1, D + cosα);
IntensifyPixel(x, y,D);
IntensifyPixel(x, y + 1, D − cosα);
x := x+ 1;
if d ≤ 0 then

D := D + sinα;
d := d+ 2 ·∆y;

else
D := D + sinα − cosα;
d := d+ 2 · (∆y −∆x);
y := y + 1;

to the C++ source code [31].
These low-level optimizations are specific to the SSE in-

struction set and require arithmetic bit shifts. However, both
are supported by a large proportion of current and future
computer systems, and the overall 24.6-fold speedup (see
section 3) may be the decisive factor in determining the fea-
sibility of this algorithm for demanding applications.

3. Performance Analysis

The complexities of the GS variants and Wu algorithm
are linear, since each coordinate on the major axis is vis-
ited exactly once and all operations are O(1). However,
their constant factors vary according to the number of pix-
els shaded and the efficiency of the loop bodies. These ef-
fects are best observed by measuring2 the time required to
draw many long lines, thus de-emphasizing function call
and setup overhead. Table 1 shows the resulting ‘fillrates’
when drawing 64K parallel lines (sorted by increasing y co-
ordinate) with slope ≈ −1/8 and length ≈ 8K.

Note the large ratio of 24.6 between the ‘original’
(Chen’s improved variant of the GS algorithm) and our final
optimized version. Shared-memory parallelization achieves
a nearly linear speedup for all algorithms (processors can
draw lines independently unless they write to the same
cache line, in which case hardware cache coherency incurs
some overhead). A careful implementation [28] of Wu’s
simple line drawing algorithm is 2.2 times as fast, because
it only requires a few fixed-point operations per loop and

2 Test platform: dual W5580 CPUs (3.2 GHz, 48 GiB RAM)
running Windows XP x64. Our implementation is compiled
with ICC 11.1.082 /Ox /Og /Ob2 /Oi /Ot /Qipo /GA
/MD /GS- /fp:fast=2 /GR- /Qopenmp /QxSSE4.1
/Quse-intel-optimized-headers.



Algorithm MPixel/s

Original GS (Table) 107
Parallel GS (Table) 847

Wu (2 pixels) 1898
Optimized GS (Table) 2387

Optimized GS (Polynomial) 2634

Table 1: Peak fillrates.

shades two instead of three pixels. However, our optimized
variant of GS is even faster, outperforming the original ver-
sion by a factor of 2.8 and Wu’s algorithm by 1.3. Its per-
formance is on par with the fillrate of a mid-range GPU
(NVIDIA GeForce 9600 GT) [25].

3.1. Table lookup versus arithmetic

Interestingly, the final version using SIMD-based eval-
uation of a cubic polynomial is 10 % faster. This result
deserves closer analysis, since conventional wisdom sug-
gests that (small) lookup tables outperform arithmetic. The
dependency chain of a Horner scheme h0 + x · (h1 +
x · (h2 + x · h3)) involves three additions and multiplica-
tions. These instructions have had fairly consistent laten-
cies of 3 or 4 cycles in the x86 microarchitectures of the
past 10 years [16], for a total of ≈ 24. This is in con-
trast to a table lookup that only requires a multiplication,
rounding/truncation and load. While memory latency con-
tinues to increase with respect to the CPU clock [13], a
small, frequently accessed table can be assumed to reside
in the L1 cache. The total latency is therefore on the or-
der of ≈ 12 cycles. A first attempt to close this gap might
involve vector instructions to speed up the computation of
< (h0, h1, h2, h3)T , (1, x, x2, x3)T >. However, the high
latency of the SSE4.1 instruction set’s horizontal dot prod-
uct erodes any benefits. To realize the full potential of
SIMD, the application must compute several independent
results in parallel. When amortized over the four operations
per SSE instruction, each evaluation of the polynomial only
requires 6 cycles. In this case, we are limited to the three
pixels straddling the line, since expanding the computation
to subsequent pixels is prohibitively complex. In general,
we recommend replacing table lookups with (e.g. cubic) in-
terpolation polynomials whenever multiple independent re-
sults can be computed in parallel.

4. Antialiasing via convolution
It remains to be seen how IntensifyPixel com-

putes a pixel’s intensity as a function of r, the distance from
the line. The antialiasing framework of section 1.2 calls for
convolving the line L(x, y) with a radially symmetric PSF
h(r). Since the line’s orientation does not affect h, we can

assume a vertical line L(x, y) = δ(x− r). Under the com-
mon assumption that pixels are regularly-spaced infinitesi-
mal points, the line’s influence on them is∫ ∞

−∞

∫ ∞
−∞

L(x, y)h(
√
x2 + y2) dxdy (1)

=

∫ ∞
−∞

h(
√
r2 + u2) du (2)

Following Turkowski [29], we refer to this function as the
“radial line transformation” RLT(r). As explained in sec-
tion 3.1, approximating it with a cubic polynomial allows
for efficient computation. We therefore integrate numeri-
cally for 1000 uniformly spaced values of r between 0 and
our application’s maximum distance R =

√
2 and compute

the least-squares fit. This yields the function

RLT(r) = 1.0014+0.0086·r−1.4886·r2+0.5344·r3 (3)

for use in the modified GS algorithm:

Procedure IntensifyPixel(x, y, r)

intensity := RLT(|r|) · 210;
SetPixel(x, y, intensity);

Note that the intensity remains well within its 8-bit range
despite RLT(0) exceeding 1.0 because the chosen scaling
factor of 210 is fairly low (we find overly bright lines sub-
jectively less appealing). For reasons of efficiency, there is
currently no special handling of overlapping lines by blend-
ing or setting a pixel to the maximum of the previous and
current intensity.

4.1. Derivation of an optimal filter

We now derive the optimal polynomial PSF h that was
used to compute the above RLT(r). The ideal low-pass
filter multiplies a function’s Fourier transform by a rectan-
gle function, which corresponds to convolution with a sinc.
This is not possible in practice due to its infinite support,
and truncating it yields a function whose Fourier transform
has considerable ripples in the passband [4]. Another means
of constructing a low-pass filter involves minimizing the
aliasing energy [20]∫ ∞
−∞
|F (ω) ·H(ω)|2 dω −

∫ Ω

−Ω

|F (ω) ·H(ω)|2 dω (4)

for Ω = π
1[pixel] , a filter h(r), the image f(ξ) and their re-

spective Fourier transforms H(ω) and F (ω). The prolate-
spheroidal wave function is known to concentrate its en-
ergy within a minimal interval [−Ω,Ω]

2 in the spectral do-
main [30]. However, these functions are difficult to com-
pute and have negative side lobes, which is problematic



since negative pixels cannot be represented by current dis-
play technology. Barkans [3] proposes a positive bias to al-
low for pixels darker than the (gray) background, but notes
that this workaround reduces the contrast. Clipping nega-
tive values incurs ringing [20], and an iterative scheme for
diffusing the resulting error to neighboring pixels [27] is too
slow. While currently only rendering white-on-black lines,
we wish to leave open the possibility of drawing in color
via alpha-blending and therefore require a nonnegative fil-
ter kernel. The existence of minimax polynomials with ar-
bitrarily low approximation error [17] motivates restricting
our analysis to this simpler class of functions. We build
upon the energy-concentration approach of Lin et al. [21],
which uses the method of Lagrange multipliers for maxi-
mization. Please refer to the Mathematica scripts [31] for
details. Our more accurate numerical integration yields a
difference of 6 % vs. the values given for a circular fil-
ter with radius R = 2. The largest eigenvalue indicates
99.25 % of the filter’s energy is concentrated in the lower
frequencies, which justifies the simplifying assumption of
a non-negative cubic polynomial. However, instead of the
stated normalization criterion, we ensure

∫ R
−R h(r) dr = 1;

the corresponding author has confirmed this was also their
intention. For R =

√
2, we obtain the normalized function

h(r) = 0.5999 + 0.0120 · r−0.6819 · r2 + 0.2824 · r3 (5)

This function is plotted alongside other ad-hoc PSFs in fig-
ure 1, and their respective RLTs are shown in figure 2. The
cone’s RLT (a) falls off rather quickly, leading to thinner
lines (c.f. section 5). The Exp2 function (b) has an undesir-
able rise near the distance cutoff. Mitchell and Netravali’s
cubic polynomial (c) admits negative values, which is unac-
ceptable per the discussion above.

5. Results
Evaluating the quality of an antialiasing scheme would

ideally be accomplished by comparing the reconstruction
of point samples to the original continuous object represen-
tation. However, the reconstruction filter depends on the
particular output device. Comparing the sampled points
to a supersampled output requires a decimation filter, the
choice of which is also tied to the reconstruction. In ad-
dition, a perceptual similarity metric remains elusive. We
therefore resort to a survey among the research staff. When
presented with the randomly ordered algorithms’ results3 at
three zoom scales (Fig. 3), 4 of 39 preferred the Wu lines,
11 favored GS, and the rest (61 %) voted for the proposed
approach. In a direct comparison, 25 of 33 respondents de-
scribed our line as thicker or darker than GS. 14 perceived it
to be smoother or more uniform and 2 reported the opposite.
Conversely, 9 of 30 indicated GS was thinner, and 8 noticed

3Pixels are inverted for better visualization on white backgrounds.
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Figure 1: Our optimal filter polynomial and other ad-hoc
kernels; note the differing (application-defined) domains.
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Figure 2: Radial line transforms (RLT) for the above filter
kernels.

more ‘jaggies’. Our line is perceived as more uniform be-
cause its gaps between the middle pixels are less severe,
as shown by the difference image in Fig 4. The maximum
deviation of 45 gray levels is reached at the edges and is
caused by our line’s increased thickness. While beneficial
for a subsequent segmentation (contours are more likely to
be closed), the corresponding blurriness might be deemed
detrimental to the human vision system’s positional acuity.
However, this is not the case – intensity gradients are in fact
the basis for sub-pixel object localization [15]. It is there-
fore natural to consider the number of distinct gray levels, of
which ≈ 64 may be distinguished [8]. The GS approach is



Figure 3: The results of the Wu, GS and proposed algo-
rithms at 1x, 2x and 4x magnification with nearest-neighbor
resampling.

Figure 4: GS result subtracted from the proposed output;
darker pixels indicate larger differences.

obviously limited by its table size (24). Wu’s algorithm gen-
erates 38 values, while our wider kernel and floating-point
arithmetic allow for 55 values, thus explaining the increased
‘smoothness’ of the resulting lines. Additional results3 for
various slopes are shown in Fig. 5.

6. Conclusion

We have described a highly-optimized variant of the
Gupta-Sproull line drawing algorithm. Its value lies in out-
performing even Wu’s fast approximation algorithm while
enabling high-quality antialiasing, which can reduce eye-
strain when analyzing large datasets.

An analysis of convolution with an ideal line has demon-
strated the flaws of commonly used ad-hoc point spread
functions. We instead derive an optimal polynomial filter
(in the sense of minimizing aliasing) and show the resulting
improvement in quality.

The filter kernel is equally applicable towards CPU and
GPU-based algorithms. Interestingly, our software imple-
mentation’s throughput reaches the fillrate of a mid-range
GPU. This is made possible by single-instruction multiple-
data operations, which are now widely available and inval-
idate some previous design and implementation tradeoffs
(e.g. table lookups vs. arithmetic).

Applications of the new, highly efficient algorithm in-
clude annotating gigapixel-scale images with segment con-
tours to aid human recognition of man-made objects,
or plotting the many productions of the GESTALT sys-
tem [23]. To ease its adoption and allow for reproducing
our results, the source code [31] is being made available.

(a) Wu [32]

(b) GS [19]

(c) Proposed

Figure 5: Results for lines with slopes±1,±1/3,±3, 0,∞.

Future work may involve special-case handling of the
line endpoints, and using blending to avoid artifacts in over-
lapping lines.
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